Triangulations in CGAL
Jean-Daniel Boissonnat, Olivier Devillers, Sylvain Pion, Monique Teillaud, Mariette Yvinec

To cite this version:
Jean-Daniel Boissonnat, Olivier Devillers, Sylvain Pion, Monique Teillaud, Mariette Yvinec. Triangulations in CGAL. Computational Geometry, 2002, 22, pp.5-19. 10.1016/S0925-7721(01)00054-2. inria-00167199

HAL Id: inria-00167199
https://inria.hal.science/inria-00167199
Submitted on 16 Aug 2007

HAL is a multi-disciplinary open access archive for the deposit and dissemination of scientific research documents, whether they are published or not. The documents may come from teaching and research institutions in France or abroad, or from public or private research centers.

L’archive ouverte pluridisciplinaire HAL, est destinée au dépôt et à la diffusion de documents scientifiques de niveau recherche, publiés ou non, émanant des établissements d’enseignement et de recherche français ou étrangers, des laboratoires publics ou privés.
Triangulations in CGAL *

Jean-Daniel Boissonnat Olivier Devillers Sylvain Pion
Monique Teillaud Mariette Yvinec†

Abstract
This paper presents the main algorithmic and design choices that have been made to implement triangulations in the computational geometry algorithms library CGAL.

Keywords: Triangulation, Delaunay triangulation, implementation

1 Introduction

CGAL (Computational Geometry Algorithms Library) is a C++ library of geometric algorithms which is developed by a consortium of eight research teams in the framework of a European project. Geometric algorithms are known to be hard to code because they are highly sensitive to numerical rounding errors and also because the programmer has to take care of numerous degenerate cases. The goal of CGAL is to provide robust, efficient, flexible and easy to use implementations of geometric algorithms and data structures. This effort has been undertaken in order to make available to companies and application areas the algorithmic solutions developed in the field of computational geometry.

Triangulations are well known and ubiquitous geometric data structures which are used in numerous application areas like GIS, robotics, geometric modeling and meshing for numerical solution of partial differential equations. See eg. [6] or [4] for a survey on triangulations. This paper is intended to present the choices that have been made in the design of the CGAL triangulation package. These choices have been mainly guided by the general goals of CGAL which are robustness, efficiency, ease of use and flexibility. Some features in the design of CGAL triangulations arise from general decisions made for the whole library. For instance, every class in the basic library has two template parameters providing the geometric traits and the data structure implementation [21, 42]. Other features, such as the three layers design of CGAL triangulations (which is described

*This research was partially supported by the ESPRIT IV LTR Project No. 21957 (CGAL) and by the ESPRIT IV LTR Project No 28155 (GALIA)
†INRIA, BP93, 06902 Sophia Antipolis, France. Firstname.Lastname@sophia.inria.fr
in Section 4), are reminiscent of other CGAL packages [28, 22]. The choices concerning the data structure that represents the triangulations and the algorithms used to build them and answer queries are specific to the triangulation package.

In Section 2, called specifications, we describe the different kinds of triangulations implemented in CGAL and the main functionalities offered by these triangulations. We also state a set of requirements, concerning mainly robustness and flexibility issues, that we had in mind when designing the triangulation package. Section 3 describes the way triangulations are represented in CGAL. The representation we have chosen for two-dimensional triangulations is not a variant of the well known doubly connected edge list (dcel, for short). It is a representation that is specific for triangulations and has the advantage to be far less demanding with respect to memory space and to generalize nicely to higher dimensional triangulations. Section 4 is concerned with software engineering issues and shows how the design of the triangulation package provides a clear distinction between the combinatorial aspects of the triangulation and the geometric embedding. This distinction and the fact that, like everywhere in CGAL, the user can choose the arithmetic used to evaluate geometric predicates is a clear step towards robustness. The design of CGAL triangulations is also the fundamental tool through which flexibility is achieved. For example, this design allows the user to use his/her own point rather than those of CGAL kernel and to add his/her own information in the faces, edges or vertices of the triangulation. Section 5 gives some details about the algorithms used to build triangulations and answer location queries. This section also describes a checker for triangulations provided in the package. Section 6 is devoted to practical measurements of efficiency and presents some experimental results. These benches were intended to compare the Delaunay triangulations of CGAL with other equivalent software available on the web, and also to evaluate the cost of using exact arithmetic or exact filtered versions of the predicates. At last, we conclude with a few comments about applications.

2 Specifications

2.1 Triangulations

CGAL offers two- and three-dimensional triangulations. The two-dimensional triangulations are primarily intended to represent triangulations of a set of points in the plane, while three-dimensional triangulations represent tetrahedralizations of point sets in three-dimensional space. This calls for two remarks.

First, one of the data structures available to represent two-dimensional in CGAL to represent triangulations can be used to represent triangulated surfaces embedded in three-dimensional space and to handle them at the combinatorial level. However, except in the important special case of terrains, no functionality is provided to handle the geometric embedding of such a triangulation which thus remains under the responsibility of the user.

Second, at the geometric level, a triangulation in CGAL is a simplicial com-
plex whose domain covers the convex hull of its vertices. This does not imply that CGAL triangulations cannot be used to deal with triangulations of bounded polygonal regions. Indeed, CGAL offers constrained triangulations and constrained Delaunay triangulations which are intended to this purpose. In the case of triangulated polygonal regions, CGAL represents a simplicial complex whose domain is not restricted to the interior of regions but covers their entire convex hull. This feature is essential to have efficient point location algorithms and navigating tools.

In the plane, CGAL offers basic, Delaunay and regular triangulations, as well as constrained triangulations and constrained Delaunay triangulations. A short description of these triangulations follows. Precise definitions can be found in [6, 1, 4].

Basic triangulations, also called lazy triangulations, are triangulations built incrementally without any control on the resulting shape of the triangular faces. If a new point lies in the interior of an existing triangle, the insertion splits this triangle into three new triangles. If the new point lies on an edge, the two adjacent triangles are split, each in two new triangles. If the new point lies outside the current convex hull, the convex hull is updated and the region between the new and the previous convex hull is triangulated by linking the new point to the edges that disappear from the convex hull boundary.

Delaunay triangulations are well known to be dual of Voronoi diagrams and to fulfill the so called empty circle property stating that the circumcircle of any face in the triangulation encloses no vertex.

Regular triangulations are generalized Delaunay triangulations. A regular triangulation is defined for a set of weighted points. Each weighted point can be considered as a sphere whose square radius is equal to the weight. Then the regular triangulation of a set of weighted points can be defined as the dual the power diagram of the associated spheres. Any regular triangulation of dimension $d$ is the projection of the lower envelope of a polytope of dimension $d + 1$.

Constrained triangulations allow the user to enforce some edges in the triangulation. The enforced edges are part of the input. The vertices of the triangulations are the endpoints of enforced edges. Constrained triangulations are used e.g. to triangulate polygonal regions. In such case, the enforced edges are the edges of the polygons describing the boundary of the region.

Constrained Delaunay triangulations are constrained triangulations in which any triangle satisfies the constrained empty circle property saying that its circumscribing circle encloses no vertex visible from the interior of the triangle, where enforced edges are considered as visibility obstacles.

There is no need to advocate about the usefulness of Delaunay triangulations. Regular triangulations turn out to be very useful in shape reconstruction
when dealing with non-uniform samples and also in some meshing problems. Constrained Delaunay triangulations are the main tool used in meshing problems.

CGAL offers three-dimensional basic, Delaunay and regular triangulations. Three-dimensional constrained triangulations and constrained Delaunay triangulations are not straightforward extensions of their two-dimensional counterparts since, in three dimension, it is no longer true that every set of non-intersecting constraints can be included in the set of faces of a triangulation. Recently some interesting condition guaranteeing the existence of constrained Delaunay triangulations has been reported (e.g. [41]). Another approach is to conform the input constraints, adding Steiner points so that each constraint is included in the Delaunay triangulation of the augmented set of vertices, see e.g [20] or [34]. Currently there is no three-dimensional constrained triangulation nor constrained Delaunay triangulation in CGAL. We plan to have three dimensional conforming and constrained triangulations available in future versions of the package.

2.2 Functionalities of Triangulations

The two-dimensional triangulation package in CGAL mainly provides point location, on-line insertion of new vertices, and deletion. There are also several functions to visit all or a subset of the faces, edges and vertices of the triangulation. For instance, CGAL provides iterators to visit all the faces of the triangulations, and circulators\(^1\) to visit all the faces intersected by a line or all the faces incident to a given vertex.

There are also functionalities related to each special kind of triangulation. Delaunay triangulations allow to answer nearest neighbor queries asking for the vertex closest to a given query point. Constrained triangulations and constrained Delaunay triangulations support insertions and removals of constraints.

The three-dimensional triangulation package provides point location and online insertion. Deletions of vertices will be offered for Delaunay and regular triangulations. Deletions will not be offered for the basic triangulation. Indeed, it may happen that, for a given vertex, the region formed by its adjacent tetrahedra forms an instance of the famous Schönhardt’s untetrahedralizable polyhedron [37]. Then, filling the hole created by the removal of this vertex is impossible. Deleting and rebuilding the whole triangulation might be the only way to update it. The three-dimensional triangulation also provides iterators to visit all the cells, facets, edges or vertices as well as circulators to visit the facets or cells incident to a given edge. Access is also provided to the subset of cells, facets or edges incident to a given vertex.

2.3 Requirements for the design

Robustness is one of the major goals of the CGAL library. Triangulation al-

\(^1\)Circulators are a CGAL extension of the standard iterators of the STL, specially designed for circular sequences.
algorithms take as input a set of points and compute a purely combinatorial structure. The computed structure depends on the result of predicates which are numerical tests depending on the point coordinates. Robustness issues rely on the implementation of those predicates. In order to gain robustness, the design of CGAL allows a clear separation between combinatorial operations and predicate evaluations. As a result, the user can choose between different arithmetics to compute the predicates and can also easily change from one arithmetic to another. CGAL provides interface with different exact arithmetic packages and also provides number types for efficient exact evaluation of the predicates with filtering [35].

**Flexibility.** Triangulations in CGAL should be used in different contexts and for various purposes. Thus, flexibility was another major goal of the design.

First, triangulation algorithms are supposed to work not only with the points provided by the CGAL kernel but also with user defined points. For example, such a flexibility is useful in GIS to build a triangulated model of a terrain from a set of three-dimensional measured points. This is usually done following a three steps procedure: project the three-dimensional data points on the $xy$ plane, compute the Delaunay triangulation of those projections, and lift up this triangulation by mapping its vertices back to the three-dimensional input points. CGAL allows the GIS user to compute triangulated models of terrains directly without explicitly projecting the data points and mapping back the two-dimensional projected points to the three-dimensional original points.

Then, the user can plug in a triangulation algorithm his own version of the predicates. For instance, he can compute a Delaunay triangulation algorithm for various distance functions. It is also possible and quite easy to attach additional information (like a color, a scalar value, a normal vector or anything else) to the different features (vertices, edges, facets or cells) of a triangulation. At last, the user can consider the triangulation in CGAL as a tool kit to experiment with his own triangulation algorithms.

3 Representation

**The set of faces.** CGAL triangulations are always assumed to cover the whole convex hull of their vertices. Therefore, regarded as a partition of the whole plane, a two-dimensional triangulation appears as a collection of triangular faces plus a single unbounded face which is the convex hull complement. As it is not very convenient to deal with this face of unbounded complexity, we have decided to add to any triangulation a fictitious vertex called the *infinite vertex*, with the convention that every edge of the convex hull forms an infinite face with this vertex. Thus any edge of a two-dimensional triangulation is incident to exactly two faces and the set of vertices, edges and faces of the triangulation is combinatorially equivalent to a triangulated two-dimensional sphere, see Figure 1. The infinite vertex has no coordinates, and no geometric predicate can be evaluated on this vertex. Likewise, the infinite faces do not form a partition of the complement of the convex hull.
Of course, the concept of infinite vertex applies as well to three-dimensional triangulations (where it forms infinite cells with the facets of the convex hull) and also to degenerate lower dimensional triangulations. The representation of triangulations in CGAL ensures that, whatever the actual dimension $d$ of the triangulation may be, the set of represented faces is combinatorially equivalent to a $d$-dimensional triangulated sphere. Thus, the data structure handles in a unified way the degenerate cases occurring in the early steps of an incremental building or when vertices are removed.

A representation based on faces (cells in 3d) and vertices. A two-dimensional triangulation can be considered as a planar map and could be represented through one of the variants of the famous dcel data structure [10, pp. 31-33]. However, we have decided to use a representation based on vertices and faces rather than on edges. This leads to smaller space complexity and extends nicely in any dimension.

More precisely, a two-dimensional triangulation is represented as a collection of vertices and faces. Each face provides access to its three vertices and to its three neighboring faces in clockwise or counterclockwise order. Each face is equipped with three pointers to its three vertices and with three pointers to the three adjacent faces. These pointers are indexed by 0, 1 and 2 in counterclockwise order in such a way that, in each face, the vertex indexed by $i$ is opposite to the adjacent face with the same index (see Figure 2). Each vertex provides access to one of its incident faces (from which any other incident face can then be accessed). The edges are only implicitly represented through the adjacency relations of faces. If information has to be attached to edges, it must be attached to each incident face. For instance, in constrained triangulations, the status (constrained or not constrained) of an edge is stored in both incident faces.

In a dcel data structure, the main object is the half-edge. An edge is represented by two half-edges, which are basically oriented edges. An half-edge has four pointers referring to

— the half-edge corresponding to the same edge with the opposite orientation
(twin),
— the triangle on its left (face),
— the next half-edge, in counterclockwise order, in the triangle on its left (next),
— and the vertex at the end of the oriented edge.

Faces and vertices have pointers to an incident half-edge. Edges are represented implicitly by two half-edges, and attaching information must be done twice as in Cgal. Some space can be saved by using an implicit representation for faces, but in that case, we obtained a less powerful structure.

A triangulation with \( n \) vertices (including the infinite vertex) has \( 2n - 4 \) faces and \( 3n - 6 \) edges, thus it requires \( 13n \) pointers to represent it in Cgal while a dcel data structure would require \( 27n \) pointers as shown in the following table.

<table>
<thead>
<tr>
<th></th>
<th>dcel</th>
<th>Cgal</th>
</tr>
</thead>
<tbody>
<tr>
<td>Vertex</td>
<td>( n )</td>
<td>( n )</td>
</tr>
<tr>
<td>Edges</td>
<td>( 4 \times 2 \times (3n - 6) )</td>
<td>( n )</td>
</tr>
<tr>
<td>Faces</td>
<td>( (2n - 4) )</td>
<td>( 6 \times (2n - 4) )</td>
</tr>
<tr>
<td>Total</td>
<td>( 27n - 52 )</td>
<td>( 13n - 4 )</td>
</tr>
</tbody>
</table>

In the same way, the representation of three-dimensional triangulations in Cgal is based on the tetrahedral cells and vertices while the edges and facets of the triangulation are only implicitly represented. In such a tetrahedralization, each cell has pointers to its 4 vertices and to its 4 adjacent cells and each vertex has a pointer to one incident cell. The dcel extends to three dimensions, leading to a compact variant of 3-maps \([5, 9, 7, 30]\). In this structure, a tetrahedron is represented by a dcel with 12 half-edges; two neighboring tetrahedra are linked together by putting a pointer in each half-edge to its sibling in the other tetrahedron; thus the total number of pointers in each half-edge is 5, the four 4 pointers of the usual dcel plus this additional pointer. The total memory
requirements are described in the following table, where $t$ is the number of tetrahedra and $n$ the number of vertices.

<table>
<thead>
<tr>
<th></th>
<th>3-map</th>
<th>CGAL</th>
</tr>
</thead>
<tbody>
<tr>
<td>Vertex</td>
<td>$n$</td>
<td>$n$</td>
</tr>
<tr>
<td>Edges</td>
<td>$12 \times 5 \times t$</td>
<td>$8t$</td>
</tr>
<tr>
<td>Faces</td>
<td>$t$</td>
<td></td>
</tr>
<tr>
<td>Cells</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Total</td>
<td>$61t + n$</td>
<td>$8t + n$</td>
</tr>
</tbody>
</table>

4 Software design

4.1 Template parameters

The triangulation classes of CGAL are parameterized by two template parameters that provide a clear separation between the combinatorial aspects and the geometry of the triangulations. The set of requirements that has to be fulfilled by any class used to instantiate the first parameter defines the concept of geometric traits class. The set of requirements to be fulfilled by any class used to instantiate the second parameter defines the concept of triangulation data structure. Both concepts are fully described in CGAL documentation.

The geometric traits class is assumed to provide the geometric objects (points, segments, triangles, tetrahedra etc.) the triangulation has to deal with and the geometric predicates on those objects. Essentially, triangulation algorithms used in CGAL rely on coordinate comparisons, the orientation test and the in-circle or in-sphere test for Delaunay triangulations (or the equivalent power tests for regular triangulations). In dimension two, the orientation test takes as input three points $p, q, r$ and decides on which side of the oriented line $pq$, point $r$ lies. The in-circle test takes as input four points $p, q, r, s$ and decides on which side of the circle through $p, q, r$ point $s$ lies.

The geometric traits class parameter plays a great part in robustness. Indeed, numerical computations in the triangulation package are exclusively located in the implementation of the geometric predicates. The robustness of the triangulation algorithms will rely on the choice of the arithmetic used to evaluate those predicates. Objects of the CGAL kernel are parameterized by a number type that decides which arithmetic is used. CGAL offers different kinds of arithmetic allowing for exact evaluation of predicates or filtered-exact evaluation to combine robustness and efficiency.

The geometric traits class parameter also contributes to flexibility. Indeed, because the concept is documented, the user can plug his own model of geometric traits class into a triangulation. Thus the user can obtain a triangulation class using his own points and his own implementation of the predicates for those points. For instance, to build a triangulated terrain, the GIS user will

\footnote{Here and in the following, the term concept refers to the meaning it has in the C++ standard, i.e. it is the set of requirements to be fulfilled by any class (called a model of the concept) used to instantiate a given template parameter.}
Figure 3: The three layers design used for CGAL triangulations.

use the Delaunay triangulation algorithm on three-dimensional points with the orientation test and the in-circle test computed on the $x,y$ coordinates of the points. This application is so important that CGAL provides a model of geometric traits class specially tuned for terrains. Another way of using the flexibility offered by the geometric traits is to use different in-circle tests corresponding to various different metrics.

The triangulation data structure concept describes the data structure used to represent the triangulations. As explained above, the representation of triangulations in CGAL is based on faces and vertices. The triangulation data structure acts as a container for the set of faces and vertices of a triangulation. It also handles all the combinatorial operations on triangulations.

4.2 The three layers design

CGAL triangulations are implemented according to a three layers design (see Figure 3) analogous to the design used for the planar map and polyhedron packages of CGAL.

The bottom layer in this design consists of two base classes for faces and vertices that store geometric information such as the coordinates of vertices, and any other attribute (such as colors or information about constrained edges) needed by the application. Those base classes handle incidence and adjacency relations. Nevertheless they remain independent of each other’s types (exchanging only void* pointers).

At the middle layer is a class that is a model for the triangulation data structure concept. This class is templated by the face base class and the vertex base class. It derives its own vertex and face classes from those base classes and restore type-safe pointer operations.
At last, at the top level, the triangulation class itself handles the geometric embedding of the triangulation (i.e. deals with coordinate of vertices) and provides the user interface through high level functionalities. As explained above, the class is templated by two parameters, the geometric traits and the triangulation data structure. The geometric aspect of the triangulation is governed by the class plugged in as a model of geometric traits, while the actual representation of the triangulation relies on the class plugged in as a model of triangulation data structure. At this top level, different classes (Figure 4.2) are available to represent the different kinds of triangulations. The triangulation classes offer a user interface sufficient for most applications (see the description of functionalities in section 2.2.)

Some additional flexibility arises from this design. First, because the base classes for faces and vertices are independent from each other, the user can easily plug in the triangulation data structure his own vertex base class and/or his own face base class instead of the default ones. This allows the user to store alongside the vertices and/or faces some additional information required by his application. Second, because the triangulation data structure is a concept rather than a class, the user can instantiate the corresponding parameter with any model for this concept. Currently, CGAL provides two different models for the triangulation data structure concept of two dimensional triangulations. The first one is restricted to two-dimensional triangulations embedded in a plane. It does not use any additional pointers to handle the set of vertices and faces of the triangulation. The iterators on faces and vertices of the triangulation are coded using an implicit tree on the faces related to the planar embedding [11]. The second model of triangulation data structure offered in CGAL uses a doubly connected list to handle the set of faces. This model allows to represent any two-dimensional triangulation including triangulated surfaces embedded in three space. For three-dimensional triangulations, CGAL offers only one model of triangulated data structure which uses a doubly connected list to handle the set of cells.
5 Algorithms

Triangulations in CGAL are built through on-line insertion of vertices. Given this strategy, the main algorithmic issue is point location.

**Point location.** Different strategies are available in CGAL. The most naive strategy consists in walking along a line from an arbitrary start point to the query point. In the three-dimensional case, this line walk is replaced by a zigzag walk, where a traversed cell is simply left through any face whose affine hull separates the cell from the query point. In theory a zigzag walk may cycle. However a random choice among candidate faces ensures that the probability of cycling is zero. The zigzag walk has the advantage to avoid degenerate cases (such as traversal of an edge or a vertex) and has been widely used [24, pp. 38-40] [26]. This strategy is provably good in practice [15, 16].

In the special case of Delaunay triangulations, two alternative point location strategies are provided: the jump and walk strategy and the Delaunay hierarchy. The jump and walk strategy, proposed by Mücke *et al.* [32] maintains a sample of $O(n^{1/3})$ of the $n$ vertices. The vertex of the sample nearest to the query point is first found naively, then a line walk is performed from this vertex.

The Delaunay hierarchy class is a Delaunay triangulation equipped with a hierarchical data structure for point location. This structure [13] is based on random sampling and is analogous to the skip lists proposed by Mulmuley [33].

**Checking.** As the triangulations in CGAL can be used as a tool kit to experiment other triangulation algorithms, a checker is provided to help debugging. This checker first checks the coherence of the triangulation data structure. This implies to check for each face (cell in 3d) that it is a neighbor of each of its neighbors, that it shares two (three in 3d) vertices with each of its neighbors and that the common vertices are consistently numbered in both faces (cells). The total number of faces, edges and vertices is also checked. Then the checker verifies the orientation of each face (each cell in 3d) and the correctness of the convex hull provided by the triangulation.

Let us show that these tests are sufficient to check the correctness of a triangulation. To this aim we will transform the triangulation in dimension $d$ ($d \leq 3$) in a polytope in dimension $d + 1$ by adding a point $s$ lying outside the affine hull of the triangulation and creating new facets by linking $s$ to every face on the convex hull boundary. Checking the validity of the triangulation reduces to checking the convexity of that polytope. The choice of $s$ ensures that the silhouette of this polytope is just the boundary of the convex hull of the triangulation. The above tests guarantee the local convexity of each edge (facet in 3d) of the polyhedron and the convexity of its silhouette, which, relying on Theorems 10 and 13 of [14], proves the convexity of the polytope and hence, the correctness of the triangulation.
### Table 1: Running times

Times have been measured with the Unix command `clock` and do not take into account the time for generating the points or writing any output. We have used a PC-Linux with a 500MHz Pentium-III and 512MB of memory.

<table>
<thead>
<tr>
<th></th>
<th>2d</th>
<th>3d</th>
<th>moment</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>square</td>
<td>terrain</td>
<td>parabola</td>
</tr>
<tr>
<td>walk</td>
<td>18.6</td>
<td>20.7</td>
<td>453.</td>
</tr>
<tr>
<td>Gem IV</td>
<td>30.</td>
<td>loop</td>
<td>not available</td>
</tr>
<tr>
<td>Devillers</td>
<td>9.9</td>
<td>14.9</td>
<td>101.</td>
</tr>
<tr>
<td>j&amp;w</td>
<td>5.4</td>
<td>9.0</td>
<td>15.</td>
</tr>
<tr>
<td>Shewchuk</td>
<td>6.7</td>
<td>11.3</td>
<td>18.</td>
</tr>
<tr>
<td>Devillers</td>
<td>2.9</td>
<td>4.4</td>
<td>3.2</td>
</tr>
<tr>
<td>Delaunay hierarchy</td>
<td>2.8</td>
<td>3.6</td>
<td>20.</td>
</tr>
<tr>
<td>Cgal</td>
<td>1.7</td>
<td>2.3</td>
<td>2.2</td>
</tr>
<tr>
<td>Gem IV</td>
<td>1.3</td>
<td>2.2</td>
<td>1.1</td>
</tr>
<tr>
<td>Devillers</td>
<td>2.4</td>
<td>3.3</td>
<td>2.0</td>
</tr>
<tr>
<td>d&amp;c</td>
<td>3.9</td>
<td>5.2</td>
<td>6.4</td>
</tr>
<tr>
<td>Shewchuk</td>
<td>2.3</td>
<td>3.5</td>
<td>2.4</td>
</tr>
<tr>
<td>LEDA</td>
<td>6.3</td>
<td>7.9</td>
<td>2.5</td>
</tr>
<tr>
<td>Arithmet</td>
<td>double</td>
<td>GMP</td>
<td>[+]GMP</td>
</tr>
<tr>
<td></td>
<td>4.</td>
<td>5.6</td>
<td>14.</td>
</tr>
<tr>
<td></td>
<td>151</td>
<td>199.</td>
<td>548.</td>
</tr>
<tr>
<td>Fixed</td>
<td>4.2</td>
<td>5.8</td>
<td>16.</td>
</tr>
</tbody>
</table>
6 Benchmarks

In this section, we will compare CGAL code for Delaunay triangulation to various other codes; we also compare several variants provided within CGAL itself. The time performances are given in Table 1.

6.1 Data

We have tested our code on the following data sets

- **square**: a set of 100,000 points in the plane, randomly distributed in a square.
- **terrain**: a set of 120,658 points in the plane, obtained by projecting points from geographical data of Vancouver area.
- **parabola**: a set of 100,000 points in the plane, randomly distributed along a parabola (in fact, due to rounding, the points are not exactly on the parabola).
- **cube**: a set of 100,000 points in three-dimensional space, randomly distributed in a cube.
- **object**: a set of 145,300 points in three-dimensional space belonging to the boundary of a 3D object. These points have been measured by a 3D laser scanner on a dental prothesis (courtesy of KREON Industrie).
- **moment**: a set of 5,000 random points in three-dimensional space almost on the moment curve \( y = x^2, z = x^3 \).

6.2 Implementations comparison

We first compare CGAL with algorithms based on the same algorithmic principle as the algorithms in CGAL, i.e. incremental algorithms with similar point location strategies.

In this experiment, CGAL code is using 24-bit integers to store the point coordinates and efficient exact evaluation of predicates to insure robustness (package `Fixed_precision_nt` of CGAL).

Below is a brief description of the characteristics of the different softwares that have been used in the tests.

- **walk**
  
  `GemIV`: Graphics Gem IV provides a walk algorithm in 2D using floating point arithmetic [31].
  
  `Devillers`: One of the authors provides a software [12] (independent from CGAL) for 2D and 3D triangulations. It uses exact evaluation of the predicates with efficient filtering for point coordinates represented as 24-bit integers, and symbolic perturbations to deal with degeneracies. It was primarily intended to implement the Delaunay hierarchy [13] but it can be parameterized to implement the walk strategy.

- **jump & walk** [32]
  
  `Shewchuk`: Shewchuk provides an implementation of the jump and walk algorithm in two dimensions [38, 39]. This code uses exact arithmetic with efficient filtering [40].

13
Devillers: This software [12] also implements the jump and walk strategy with exact evaluation of the predicates.

- **Delaunay hierarchy** [13]
  Devillers: This software [12] implements the Delaunay hierarchy and uses exact predicates.

Two remarks can be raised. First, comparing different softwares may yield dubious and misleading results as the quality of the coding has a big influence on the running time whatever the actual efficiency of the algorithm could be. Second, it can be pointed out that providing flexibility in a big library has a price. Some optimizations that can be done in specialized softwares cannot be done in CGAL. Nevertheless, Table 1 shows that CGAL code performs quite well compared to other codes implementing similar algorithms.

### 6.3 Algorithms comparison

We have tested several algorithms based on other paradigms, namely divide and conquer, plane sweep and flip.

**Shewchuk:** Shewchuk’s implementation of Dwyer’s divide and conquer algorithm [17, 18] in two dimensions with exact predicates [38, 39].

**LEDA:** The Library of Efficient Data Types provides an implementation of Dwyer’s divide and conquer algorithm with floating point arithmetic in two dimensions [29].

**QHull:** Barber’s qhull program reduces the construction of a Delaunay triangulation in a $d$-dimensional space to the computation of a convex hull in a $(d + 1)$-dimensional space (for $d = 2$ or 3) [3, 2]. This is done through Edelsbrunner and Seidel lifting map [19]. Barber’s implementation uses floating point arithmetic.

**Shewchuk:** Shewchuk’s implementation of Fortune’s sweep line algorithm [38, 39] with exact predicates in two dimensions.

**LEDA:** The Library of Efficient Data Types provides also an algorithm that constructs a Delaunay triangulation in two dimensions by flipping edges [29].

Table 1 shows that the best running time is obtained with the divide and conquer algorithm that alternatively divides the plane by horizontal and vertical lines. The running time of the best CGAL incremental algorithm is slower by a factor less than 2.5 except for the parabola case. We believe that this factor is quite acceptable and balanced by the fact that the obtained triangulation supports the insertions of additional points. This justifies the fact that CGAL offers only dynamic triangulation algorithms.

### 6.4 Choice of arithmetic

To manage robustness issues, CGAL allows the user to change the arithmetic used for the point coordinates in a very simple way (two lines must be changed in the user’s source code). We have experimented the jump and walk algorithm...
with different arithmetics:

- **double**: the usual floating point arithmetic, which does not provide any guarantee on the result.
- **GMP**: exact integer arithmetic using the Gnu Multi-Precision package [25].
- **+GMP**: dynamic filtering provided in CGAL [36, 8]. Predicates are evaluated using interval arithmetic and GMP in case of uncertainty.
- **Fixed**: Static filtering [35] provided in CGAL. Predicates are evaluated with double arithmetic and compared with a worst case error bound computed offline. In case of uncertainty, exact integer arithmetic is used (the exact computation is coded in similar way to Shewchuk’s approach). Fixed needs to know an upper-bound on the coordinates in advance, and uses 24 bits of precision for the coordinates.

Computing with double may actually fail. Using exact arithmetic is very expensive but the extra-cost can be reduced a lot when using dynamic filtering. Dynamic filtering is a quite general technique that can be applied to various predicates. When an upper bound on the range of the data is known, one can use static filtering and write specialised on purpose predicates. This allows to compete with the floating point arithmetic while providing robustness.

### 7 Conclusions

The triangulation package of CGAL is already in use in a few application projects, including for example a meshing application for oil resource simulation at IFP (French Institute of Petroleum), a pattern matching application for identification of proteins in electrophoresis gel [27], the simulation of complex fluids through dissipative particle dynamics [23] and the study of various methods for shape reconstruction.

This paper should by no means be considered as a user or reference manual for CGAL triangulations. Such a manual, corresponding to the current CGAL version can be found at [http://www.cgal.org/](http://www.cgal.org/).

### Acknowledgements

The authors would like to thank Carine Bonetto, Hervé Brönnimann, Frank Da, Andreas Fabri, Frédéric Fichel and François Rebuts for contributing to the CGAL triangulation package.

### References


[3] C. Bradford Barber, David P. Dobkin, and Hannu Huhdanpaa. The Quick-


sop.inria.fr/prisme/logiciel/del-hierarchy/.


[14] Olivier Devillers, Giuseppe Liotta, Franco P. Preparata, and Roberto Tamassia. Checking the convexity of polytopes and the planarity of subdivi-

[15] Olivier Devillers, Sylvain Pion, and Monique Teillaud. Walking in a trian-
gulation. In *Proc. 17th Annual ACM Symposium on Computational Geom-

[16] Olivier Devillers, Sylvain Pion, and Monique Teillaud. Walking in a trian-


