Privacy Protection for Wi-Fi Location Positioning Systems
Antoine Boutet, Mathieu Cunche

To cite this version:

HAL Id: hal-03045102
https://inria.hal.science/hal-03045102
Submitted on 7 Dec 2020

HAL is a multi-disciplinary open access archive for the deposit and dissemination of scientific research documents, whether they are published or not. The documents may come from teaching and research institutions in France or abroad, or from public or private research centers.

L’archive ouverte pluridisciplinaire HAL, est destinée au dépôt et à la diffusion de documents scientifiques de niveau recherche, publiés ou non, émanant des établissements d’enseignement et de recherche français ou étrangers, des laboratoires publics ou privés.
Privacy Protection for Wi-Fi Location Positioning Systems

Antoine Boutet
Univ Lyon, INSA Lyon, Inria, CITI, F-69621 VILLEURBANNE, France
antoine.boutet@insa-lyon.fr

Mathieu Cunche
Univ Lyon, INSA Lyon, Inria, CITI, F-69621 VILLEURBANNE, France
mathieu.cunche@insa-lyon.fr

ABSTRACT
With the democratization of mobile devices embedding different positioning capabilities, location information is used for a variety of applications. On mobile devices, the geolocation can be obtained via GPS or by leveraging surrounding network infrastructure such as Wi-Fi access points. Despite a lower accuracy, Wi-Fi-based geolocation has several advantages over GPS such as reduced energy consumption and availability in indoor environments. To enable this network-based geolocation, mobile devices need to interact with a location positioning system that will resolve a list of visible Wi-Fi access points into a position. By doing so, mobile users are revealing their mobility to the location provider, potentially exposing sensitive information to an untrusted third-party.

In this paper, we propose a novel solution to preserve users’ privacy when requesting users’ location from Wi-Fi while supporting high utility. The key idea behind our online approach is to combine a caching strategy (for limiting the exposure of the user’s position for already visited locations) and a random sampling (for controlling the precision of revealed information). We extensively evaluate our solution with a real dataset of mobility traces. We show that the proposed approach drastically reduces the exposure of the user’s location to positioning systems (up to 95%). Indeed, by leveraging a caching strategy, requests are only sent when users visit new areas. Consequently, the capacity of positioning systems to infer points of interest of users from received requests is highly limited (a decrease of 50% on average). In addition, our privacy protection provides a trade-off between privacy (i.e., avoid revealing its true location) and utility (i.e., still benefiting from services such as places recommendation) fully controllable by the users.

KEYWORDS
Location privacy, Location data provider, Wi-Fi-based positioning

1 INTRODUCTION
With the democratization of positioning capabilities on mobile devices, location-aware computing is now exploited in most mobile applications. These applications are thus able to determine the location of users in real time and to provide them geolocated services, often called Location-Based Services (LBSs for short). These services provide contextual and personalised information depending on the current user’s location. A multitude of LBSs have emerged these last years from venue finders, navigation, to social games (e.g., Pokemon GO) or crowd-sensing applications.

While these LBSs require users to disclose their location to make the application working as expected, some mobile applications also collect the location of users through different sensors without their explicit consent [1, 4, 12]. This intrusive and abusing tracking for behavioral profiling purpose raises important privacy concerns from users.

The user’s location can be retrieved by the mobile operating system from the GPS (fine-grained) or by requesting a location positioning system (coarse-grained) to convert surrounding Wi-Fi access points (APs for short), nearby cellular antennas, or an IP address into location. While GPS provides accuracy of a few meters, it is not available in an indoor environment and may take some time to obtain geolocation information. An alternative to the GPS is to use the network infrastructure to pinpoint the location of a user. Indeed, Wi-Fi APs can be seen as landmarks that can be detected by the mobile system via native scanning process. Due to the high density of Wi-Fi APs in many areas, Wi-Fi-based location constitutes a viable approach to build location systems. Consequently, many providers are available to serve in real time the location of users according to the surrounding Wi-Fi access points (e.g., WiGLE [2], Google [3], or Skyhook [4]). Location services offered by these providers are based on Wi-Fi access point BSSID (Basic Service Set Identifier), which is a globally unique identifier: a device obtains its location by transmitting the list of visible access points’ BSSIDs. Kickstarted through wireless mapping (e.g. using the Google Car), the underlying databases are today continuously corrected and updated by the devices using the service in a crowdsourced fashion.

While relying on the GPS to retrieve the location is local and does not reveal the location of users to any third parties, requesting location positioning system with surrounding Wi-Fi APs obviously exposes its location to the provider of the positioning system. Nonetheless, how this provider actually exploits and shares the location of users (i.e., a sensitive personal information) remains not clear. The sensitivity of location data has been demonstrated by several works [8] and many research have focused on its protection [2, 9].

This privacy threat could easily be discarded by downloading the Wi-Fi location database on the mobile device. However, location providers have not considered to open this

1Pokemon GO: http://pokemongo.nianticlabs.com
3Google Maps Geolocation API: https://developers.google.com/maps/
4Skyhook: https://www.skyhookwireless.com
valuable data: as this data is crowd-sourced, maintaining interactions with users is essential to keep the data up-to-date.

Protecting (or sanitizing) location information improves privacy but also have an inherent harmful impact on the utility of the protected information. For instance, introducing spatial noise obfuscates the real location of user (i.e., privacy gain), but reduces the accuracy of recommendations of places based on the protected data (i.e., utility loss). Privacy and utility metrics are very often dependent on the considered application.

In this paper, we propose a novel online solution to preserve users’ privacy from location data providers when requesting the location of users from surrounding Wi-Fi access points, while supporting high utility. To achieve our goal, we combine a caching strategy for limiting the exposure of the user’s position for already visited locations, and a sampling strategy for controlling the precision of revealed information in case of new locations.

Firstly, we leverage the caching of location retrieved from positioning systems. This cache is furthermore exploited before to request positioning systems for nearby places already visited. More precisely, when the location of the user is requested, we first evaluate the similarity between the list of currently surrounding Wi-Fi APs and the entries of a local cache containing the lists of Wi-Fi APs already converted to a location by a positioning system. If the similarity with one entry is higher than a threshold, the associated location present in the cache is used, otherwise a new request is sent to the positioning system. Specifically, a high similarity threshold will produce both an accurate utility and more requests sent to the positioning system. Inversely, a low similarity threshold will improve privacy by limiting the exposure of the user’s location to the positioning system through requests, but the retrieved location can be less accurate. This caching strategy is motivated by the fact that a large number of requests to positioning systems concerns places where the user has been already close in the past. For instance, Figure 1 depicted the distribution of the number of times an AP has been present in the request of one user in our dataset (described Section 4.1). This plot shows that only 20% of the APs have been used in requests only once. This low percent is explained in part by the high regularity observed in the human mobility [21]. Consequently, a caching strategy can drastically reduce the number of requests sent to positioning systems and consequently significantly reduce the exposure of the user’s location to an untrusted party.

Secondly, for controlling the precision of revealed information we sample the surrounding APs. More precisely, our protection mechanism picks at random a limited number of APs in all surrounding APs to be part of the request. The number of samples included in the request impacts the precision of the location approximation obtained from positioning systems, the more samples, the more accurate.

These two mechanisms are complementary and have an impact of both privacy and utility. Moreover, the value of both system parameters (i.e., the similarity threshold controlling the data exposure of the caching mechanism and the sampling rate of surrounding APs) are user-driven and allow the end-user to control the expected privacy and utility trade-off.

We exhaustively evaluate our privacy-preserving scheme with a real dataset and show that our solution meets our expectations. Specifically, our solution drastically reduces the exposure of the user location by reducing the number of requests sent to the positioning system (from 40% to 95%). By leveraging caching, our privacy protection only sends requests when users visit new places or areas. However, as human mobility is highly repetitive, our solution limits the exposure of the user location on a regular basis. Consequently, the positioning system receives only a partial user location update that limits its capacity to extract points of interest from requests (by 50% on average). In addition, a high utility is preserved by only reducing the accuracy of the location by 25 meters on average. We show that the impact of this slightly decreased of accuracy on place recommendations remains limited and can be driven by the users. Finally, we also discuss the integration of our protection mechanism in mobile operating systems.

The remaining of this paper is organised as follows. We first present background information in Section 2 before to describe our protection mechanism and discuss its integration in the mobile operating system in Section 3. Finally, we introduce the experiment setup and the evaluation used to assess our protection mechanism in Section 4 and 5, respectively. Lastly, we conclude this paper in Section 6.

2 BACKGROUND

In this section, we first describe the problem statement associated to revealing Wi-Fi information (Section 2.1) before to present the considered adversary model (Section 2.2) and review related work (Section 2.3).
2.1 Problem Statement

Most of the mobile phones nowadays embed a Wi-Fi interface. By regularly performing Wi-Fi scans, those Wi-Fi enabled devices maintain an up-to-date list of nearby APs. Consequently, through these network discovery operations, a mobile phone is always aware of the surrounding Wi-Fi APs.

The collected information about the surrounding Wi-Fi APs can be used to locate the user. Indeed, many location positioning systems offer online API to convert this information into location. These positioning systems collect and maintain a database with the physical location of a large amount of Wi-Fi APs and use position estimator [13] to translate a list of Wi-Fi APs into a location. Once transmitted to a mobile system, this location is then spread to permitted mobile applications to provide a geolocated service.

Figure 2 gives an overview of the process. First, the mobile operating system performs regular Wi-Fi scans to discover and maintain an up-to-date list of nearby APs (❶). From these Wi-Fi scans the mobile system gathers several pieces of information such as the authentication mode, the MAC address of the AP (BSSID), the operating channel, the Service Set Identifier (SSID), a timestamp and a Received Signal Strength Indication (RSSI), the higher the stronger. When the operating system decides to update its location, it requests the API of a location positioning system (❷). This request contains the MAC address of a list of Wi-Fi APs and may include the associated RSSI. Obviously, requesting this service is a privacy threat as it reveals to the positioning system information related to the location of the users. Lastly, this positioning service responds to the mobile system by providing an estimation of the location from the request (❸) which stores and spreads this information to permitted applications. Note that in order to avoid malicious collection of the location of one specific AP, those positioning services require that at least two Wi-Fi APs are provided in the request. Location data providers usually can also provide an estimation of the location from the IP address and other wireless networks such as surrounding Cell Towers or Bluetooth networks. Although the storage capacity of smartphones increases, it is hardly possible to consider storing a database containing all the mappings of surrounding APs to associated locations.

2.2 Adversary Model

In this paper, we address the problem of privacy related to requesting location positioning systems only with information from Wi-Fi. In this context, the untrusted provider of the positioning system is considered as the adversary. It knows which request has been sent from which users and the location that has been returned. In other words, the adversary knows the location of the user every time it uses the Wi-Fi location provider to get its current location. Based on all these information, its goal is to conduct inference attacks to deduce information about the users and their locations such as their points of interest or demographics [2, 10, 23–25].

2.3 Related Work

Location privacy has been deeply surveyed and organised in [24]. Wireless location privacy has been early discussed by Schilit et al. [27]. Privacy issues associated with Wi-Fi location providers have been considered by Bellavista et al. [6]. They exploit a proxy-based architecture to dynamically adapt the granularity of the user’s location exposed to LBSs. While attractive, using a proxy running near users to interact with LBSs on behalf of users has many limitations in terms of deployment.

Li et al. [17], in turn, introduced a scheme based on homomorphic encryption to protect both the client’s location...
privacy and the service provider’s data privacy. However, the communication and computation costs linearly depend on both the number of access points and the number of location points, making this solution impractical for large scale applications.

The protection of Wi-Fi-based positioning information has been considered in the context of releasing a dataset for a challenge [14, 16]. In those works, the authors proposed a sanitization process to reduce the exposure of location data. However, this process includes many manual operations which are difficult to fully understand and reproduce. In addition, the evaluation of both the privacy and the utility is not reported. Furthermore, those approaches consider the offline anonymization of a dataset which does not correspond to our use case (i.e., online scenario).

Enhancing privacy through caching mechanisms has already been considered in [5]. Similarly, in the context of LBSs, CaDSA [22] also caches location information to reduce the number of requests sent to the service provider. However, this solution presents several substantial differences compared to ours. First, CaDSA requests the LBS with both its real location and dummy requests. Second, this caching mechanism is not implemented on the user device but instead on the network infrastructure such as Wi-Fi APs. Finally, CaDSA has been only evaluated through simulation and does not measure the utility loss.

Konstantinidis et al. proposed a privacy-preserving Wi-Fi localisation for indoor scenarios. This mechanism firstly relies on k-anonymity [30] to send multiple sets of APs in order to not allow the server to identify the real one among the \( k - 1 \) fake ones. To do that, this mechanism uses bloom filters for 1-to-\( k \) matching set of APs. In addition, to generate continuous requests reflecting a natural mobility pattern, the candidates to be part of the fake set of APs are biased towards APs neighboring the previous location of the user. This work has multiple limitations. Several contributions have shown the limits of k-anonymity. However, this solution could leverage new models proposed to overcome these limits to guarantee privacy such as \( l \)-diversity [20] or \( t \)-closeness [18]. In addition, the proposed scheme requires multiple exchanges between the user’s smartphone and the untrusted server of the positioning service consuming more energy than leveraging local cached information as in our solution. Lastly, even if local movement patterns seem natural, the persistent repetitiveness trait of individual’s mobility [21] can be leveraged to identify the fake information in the requests.

3 PROTECTION MECHANISM

Our mechanism aims at protecting the requests sent to the positioning system to get the location of the users from the surrounding Wi-Fi access points. Specifically, to avoid revealing a fine-grained information about the location of users while maintaining a high utility, our protection mechanism combines two techniques: a caching strategy (Section 3.1) and a random sampling (Section 3.2). Lastly, we discuss implementation issues (Section 3.3).

3.1 Caching for Privacy

Our privacy-preserving mechanism aims at limiting the exposure of the user’s location to the positioning system. To achieve that, it tries to reduce the number of requests sent to this positioning system required to update the position of the users from the surrounding Wi-Fi APs. Specifically, our mechanism caches the requests sent to the positioning system and the associated retrieved location, and furthermore leverages this cache to approximate the position of the user. More precisely, before sending a new request to the positioning system, we parse the cache to find an entry containing similar Wi-Fi APs. If the similarity between the current surrounding Wi-Fi APs and a list of APs stored in the cache is higher to a certain threshold, named \( p \), we return the retrieved location for the associated cache entry (the first entry found is used). Otherwise, a new request to the positioning system is emitted. This query as well as the associated returned location are then added to the cache.

The cache, named \( C \), is organized as a list of tuples where each tuple contains both the list of APs in the request \( \{AP_1, ..., AP_2 \} \) and the associated returned location \( (lat, lng) \). The similarity threshold \( p \) measures the overlap between the current surrounding Wi-Fi APs and the list of APs of a past request stored in the cache. Formally, this similarity threshold is defined as follow:

\[
p = \frac{|AP_{current} \cap AP_i|}{|AP_{current}|},
\]

where \( AP_i \) represents the list of APs stored at the \( i \)-th element in the cache.

Our approach is user-driven, according to the expected privacy level, users define the similarity threshold \( p \) between 0.1 and 1. We do not consider a similarity threshold at 0 as the retrieved location will be not related to the current location of the user in this case. The closer to 0.1, the more likely to find a similar entry in the cache, and consequently less new requests will be emitted to the positioning system resulting in better privacy. Inversely, \( p = 1 \) means that all the surrounding APs must be present in at least one entry stored in the cache. In this case, new requests will be more likely to be sent as the probability to find an entry with the same APs in the cache is smaller.

Our privacy-preserving scheme leverages the high regularity of human mobility. Indeed, new requests will be sent only when the users visit a new place or do a new ride. Once cached, no new requests will be sent if the users follow roughly the same path where the precision of the new path compared to the previous one depends on the value of parameter \( p \).

3.2 Random Sampling for Utility

While the caching limits the data exposure, the sampling of surrounding Wi-Fi APs limits and controls the precision of the users’ location revealed to the service provider. More precisely, we select a random sample of size \( s \) from the set of all surrounding Wi-Fi APs available, where each AP in the list has the same chance of being included in the sample.
Obviously, the larger $s$, the most accurate will be the estimation of the location provided by the location data provider. We empirically define three different values for the size $s$: 2 (the smallest accepted size by the service provider for the list of APs informed in the request), 5, and 10 for a high, medium, and low protection of the location, respectively. We do not consider larger values as the precision does not change significantly from $s=10$. Our approach is user-driven, according to the expected utility level, users control the size of the sample. However, for the sake of simplicity for end users, they do not define any value of $s$ but choose among three levels of utility corresponding to the three predefined values of $s$. If the number of available Wi-Fi APs is smaller than the expected threshold, we use all available Wi-Fi APs.

3.3 Integration Issues
To be effective at protecting privacy, our proposal needs to be added to the mobile system. Adding this new feature may present several challenges regarding storage and the integration within the OS.

Most mobile devices are shipped with a version of the mobile operating system (OS) that cannot be easily modified. The elements in charge of performing the geolocation are integrated within the OS and their modification or replacement cannot be considered without involving a collaboration of the OS developers.

Having the collaboration of the OS developers would be the most straightforward and easy approach. Having full control on the elements of the OS in charge of the geolocation, it would be possible for the developers to modify those elements in order to include our mechanism. However, the company developing the OS may be reluctant to integrate our mechanism even if our mechanism provides the same level of accuracy as the current positioning system (as shown Section 5.2). Indeed, location providers’ systems are constantly being updated and corrected thanks to the request of users, reducing the number of requests would hamper this mechanism.

If the collaboration of the OS developers is not possible, it could still be possible to integrate our proposal by relying on a local proxy that would intercept the requests made to the location provider. This kind of proxy could be implemented by a VPN proxy deployed by a mobile application [26]. Once intercepted, a request would be either answered locally or transparently forwarded to the location provider. Relying on this kind of local VPN proxy can face several issues. For instance, certificate pinning may prevent the proxy to set a Man-in-the-Middle. In addition, using a proxy can have a negative impact on the network performances [26] or can require rooted devices exposing users to limitations [29]. Nevertheless, the local proxy approach could be considered as an intermediary step before a full integration in the OS once the benefits of the approach have been demonstrated.

4 EXPERIMENTAL SETUP
In this section, we present the dataset (Section 4.1), the methodology and the evaluation metrics we used to conduct our experiments (Section 4.2).

4.1 Dataset
The PRIVAMOV dataset [7] involves 100 students and staff from various campuses in the city of Lyon (France) equipped with smartphones running a data collection software. The data collection took place from October 2014 to January 2016 and gathers information from many sensors such as GPS, Wi-Fi, GSM, accelerometer to name a few. In this paper, we use the records from the GPS periodically collected and the logs from the Wi-Fi scan as presented in Section 2.1. These two data collections gather 156M and 25M of records, respectively.

To compare both the location of the user inferred from the Wi-Fi and the location measured from the GPS, we first identify the information from the Wi-Fi scan that are combined to a GPS record with less than 1 second difference. We identify 849,776 Wi-Fi scans (i.e., a list of surrounding Wi-Fi APs) associated to a GPS coordinates for 86,741 different APs. Figure 3 presents the cumulative distribution (through CDF) of different properties of this dataset such as the number of APs in each Wi-Fi scan (Figure 3a), the signal strength of each Wi-Fi AP (Figure 3b), and the accuracy of location (reported by Google Maps as well as computed from the real location of the user collected through the GPS) when requests use signal strength (Figure 3c) and without signal strength (Figure 3d). These distributions show that on average a Wi-Fi scan contains 8 APs and has a signal strength smaller than -80dbm (the closer to 0, the stronger). Distribution Figure 3c also shows that on average the accuracy of the location reported by the Google Geolocation service is around 40 meters when we inform the signal strength in the request. Without this information (Figure 3d), the accuracy reported by Google is coarse-grained and is 150 meters for almost all requests. When the accuracy is computed from the collected gps-based location, the accuracy is on average around 25 meters when signal strength is used and around 30 meters without.

4.2 Utility and Privacy Metrics
Using a location-privacy preserving mechanism (LPPM for short) improves the user privacy but inherently impacts the utility of the resulting protected data [11]. Many utility and privacy metrics have been proposed [19, 24, 28, 31].

In this paper, to reflect the level of exposure of the user’s location as a privacy assessment, we consider the number of requests sent to the positioning system. More precisely, we measure the ratio of requests actually sent to the positioning system to the total number of accesses to location (i.e., through requests and caching). This privacy measurement is then normalized between [0:1], the closest to 0, the better. This metric named exposure is defined as follow:
Figure 3: We use a real dataset (Privamov [7]) to evaluate our privacy-preserving scheme. For instance, the cumulative distribution functions show that the accuracy of the location provided by the Google Geolocation service is around 20 meters on average.

\[ Exposure = \frac{\#Requests}{(\#Requests + \#CacheAccesses)} \]

This privacy metric is however largely dependent on the user’s mobility. Indeed, a user who remains in the same area could save a large number of queries compared to a user who always moves to new places. To take the user mobility into account we also analyse the area covered by users. To do that, we split the map by cells of 100 square meter and we computed the number of different cells visited by each user. The area coverage is reported as square kilometer.

To evaluate privacy, we also consider the extraction of points of interest (POIs for short). POIs are spatially delimited places where users spend some time. POIs can be home or workplace, but also a school, a library or a museum for instance. POIs can be extracted from mobility traces by using clustering spatio-temporal algorithms parametrized with a maximum POI diameter \( \Delta_d \) and a minimum stay time \( \Delta_t \) (we implemented a POI detection scheme similar to [32] and we consider \( \Delta_d = 200 \) meters and \( \Delta_t = 30 \) minutes in our experiments). Specifically, to measure the privacy leakage, we extract POIs from the requests sent to the positioning system with and without using our privacy protection and evaluate the number of detected POIs, their duration and the number of associated records.

The utility, in turn, is evaluated through two metrics. The first one quantifies the precision (i.e., the spatial distortion) between the real location of the user (i.e., the location collected by the GPS) and the approximation of the location retrieved with our solution (i.e., either from a new request to a positioning system or from the local cache). The second one reflects the quality of the recommendations.

Specifically, we measure the completeness (i.e., the recall) of the recommendations provided by Google Places API associated to the real location of the user compared to the recommendations associated to the approximation of the user location (i.e., from the protected request). These recommendations correspond to the nearest places (e.g., restaurants, shops) to the user’s location inside a certain radius. We consider a radius of 50 meters when we request the recommendations from Google Places API. These utility metrics named accuracy and recommendation-quality respectively are defined as follow:
We first evaluate the gain of privacy provided by our caching mechanism to preserve the privacy of users when requesting a location positioning system (Section 5.1) while limiting the associated utility loss (Section 5.2).

5 EVALUATION

In this section we evaluate the capacity of our protection mechanism to preserve the privacy of users when requesting a location positioning system (Section 5.1) while limiting the associated utility loss (Section 5.2).

5.1 Privacy Evaluation

We first evaluate the gain of privacy provided by our caching mechanism. As described in Section 3, our protection scheme leverages caching to avoid exposing the location of users to untrusted positioning systems. More precisely, if the surrounding Wi-Fi APs are similar to the ones included in a request found in the cache, the previous location retrieved from the positioning system is used instead of sending a request. Figure 4 plots the exposure of the user’s location (i.e., the ratio of requests sent to the positioning system with and without the adoption of our solution) depending on the similarity threshold $p$ (i.e., parameter which defines if an entry in the cache can be used or not). First, results show that privacy increases exponentially according to the similarity threshold. Indeed, as expected a smaller $p$ increases the likelihood to find an entry in the cache close enough to the current surrounding APs and consequently generates less requests. Second, we show that even with a similarity threshold at 1 (i.e., the list of the current Wi-Fi APs is exactly contained in the list of APs of at least one entry in the cache), almost 40% of the requests exposing the location of user are avoided. Finally, only 5% of the requests are actually sent if we consider a lower similarity threshold (i.e., $p = 0.1$).

We then analyse the time spent between two requests sent to positioning systems. Figure 5 depicts the distribution of the time spent between two consecutive sent requests for various values of parameter $p$ as well as without privacy protection (named raw on the figure). Results show that compared to without any protection where requests are mostly sent every second, our caching scheme drastically reduces the frequency of the data exposure. On average, 35 seconds are spent between two consecutive requests with $p = 0.5$, and this time drops to 20 seconds with $p = 0.7$. This behaviour is consistent with the previous result (Figure 4), parameter $p$ controls the sending of requests, a $p$ closer to 1 generates more requests than a $p$ closer to 0.

This high reduction of data exposure provided by our caching scheme is a direct result of the important regularity in human mobility. Indeed, as repetitiveness is a persistent trait in an individual’s mobility [21], our mechanism only sends requests to positioning systems when users visit new places or are located in an area with surrounding APs which are different enough to what they have been already exposed in the past. To comfort this assumption, Figure 6 reports the average number of requests sent to positioning systems per user according to the area covered by its mobility. Results show that the number of sent requests is largely correlated to the area covered by the user, the more explored places, the more sent requests.
Lastly, we analyse how positioning systems can infer POIs from the received requests. By caching information, our privacy protection also reduces the capacity of the targeted positioning system to extract POI from the received data. Figure 7 compares different data distributions related to POI extraction without privacy protection (named raw in the figure) and with caching using a similarity threshold at 0.5. These distributions include the number of POIs (Figure 7a), their duration (Figure 7b) and the number of associated requests (Figure 7c). Results (Figure 7a) show that the positioning system is only able to extract roughly half of the users' POIs (13 on average against 32 without privacy protection). However, results (Figure 7b) show that our privacy protection does not impact the capacity of the positioning system to infer the duration that users stay in the same POIs. Finally, results (Figure 7c) also show that even inside a POI (i.e., a limited place where the user spent time) many requests have not been sent to the positioning system as they have been already present in the cache.

5.2 Utility Evaluation

We start by evaluating the utility loss in terms of accuracy introduced by the caching scheme. Figure 8 depicts the distribution of the spatial distortion between the actual user’s location and the value returned by our solution for different values of similarity threshold \( p \). This figure also reports the accuracy provided by the Google Maps Geolocation API (named request only in the figure), means the difference between the actual location of the user and the location provided by the Google service (i.e., without our privacy-preserving mechanism). The average accuracy provided by Google is around 30 meters. For comparison purposes, the accuracy of the location retrieved from the GPS is around 3 meters, 10 times for precise. With the adoption of our caching scheme, results show that regardless of the value of the similarity threshold, the average spatial distortion is between 20 and 40 meters. This accuracy is similar to the actual accuracy provided by the positioning system of Google service.

We now evaluate the impact of random sampling. Figure 9 plots the distribution of the distance between the real location of users and the approximation inferred from Wi-Fi provided by Google Maps Geolocation API for different sizes of sample (parameter \( s \) where \( s = \infty \) represents no sampling). Results show that a sample with 10 APs slightly increases
Figure 8: The spatial distortion provided by our caching scheme is low and similar to the actual accuracy provided by the positioning system of Google.

Figure 9: Our random sampling scheme controls the quality of the request and consequently the accuracy (i.e., the spatial distortion) of the location returned by the positioning system.

Figure 10: According to the sampling rate of our privacy-preserving mechanism, the quality of the places recommendation of Google varies.

Figure 11: An exposition of more accurate information about the user’s location provides better recommendations, a well-known conflicting privacy and utility trade-off.

the distortion of the location approximation returned by the positioning system (i.e., 25 meters on average against 20 meters if all APs are used in the requests). Reducing the size of this sample reduces the accuracy of the location returned by the positioning system (i.e., an accuracy of 40 and 50 meters for a size of 5 and 2, respectively). Interesting enough, this low spatial distortion is compliant with many applications.

In addition, we evaluate the impact of the random sampling on the recommendation quality. Figure 10 depicts the distribution of the recall (i.e., the ratio of the places recommendation received with the real user location over the recommendations received from the approximation received from the positioning system) for varying size of sample (parameter s), namely 2, 5, 10, and without sampling (s = ∞). Similarly, to the accuracy, retrieving the location of users from the Wi-Fi even without sampling inherently reduces the recommendation quality compared to a location retrieved from the GPS. For instance, 80% of the answers have more than 0.5 of recall and this number jumps to 80 of recall for 50% of the answers. In addition, results show that reducing the size of the sample has an important impact on the recommendation quality, the smaller size, the smaller recall. For instance, 50% of the answers have more than 0.7 of recall for a size of sample of 10 while this value drops to 0.35 for a size of 2.

Finally, we analyse the trade-off between accuracy and recommendation quality. Figure 11 presents this trade-off for a sample size of 2, 5, and 10, as well as without sampling (s = ∞). Obviously, results show that when an important recommendation quality is reached, the accuracy of the approximation of the user’s location is fine-grained (accuracy of 10 meters for a recall of 0.95). Inversely, when the accuracy is coarse-grained, the recommendation quality is low (e.g., an accuracy around 75 meters gives a recall of 0.3). These curves illustrate the well-known conflicting trade-off between utility (i.e., the recommendation quality) and privacy (i.e., the precision of the revealed location).
6 CONCLUSIONS

In this paper, we proposed a practical mechanism to preserve the privacy of users by avoiding the disclosure of location information to positioning systems. More precisely, our privacy protection combines a caching scheme and a random sampling strategy. The caching scheme exploits already retrieved information from positioning systems to approximate the current user’s position in order to reduce the exposure of its location (i.e., the number of requests sent to the positioning system). The caching mechanism is thus effective only in familiar locations, as requests are only generated for new visited location. Due to the high regularity of human mobility, in most cases, the location will be obtained from the cache, thus protecting the user. The random sampling strategy, in turn, controls the precision of the information revealed to the positioning system, and consequently the accuracy of the returned location approximation. We demonstrate the capacity of our solution with the use of a real dataset and through real exchanges with a positioning system. We show that our protection mechanisms can drastically improve privacy (i.e., reducing the number of requests emitted to the positioning system) while maintaining a high utility (i.e., a small spatial distortion).

REFERENCES