Haptic Shared-Control Methods for Robotic Cutting under Nonholonomic Constraints
Rahaf Rahal, Firas Abi-Farraj, Paolo Robuffo Giordano, Claudio Pacchierotti

To cite this version:

HAL Id: hal-02197603
https://inria.hal.science/hal-02197603
Submitted on 30 Jul 2019

HAL is a multi-disciplinary open access archive for the deposit and dissemination of scientific research documents, whether they are published or not. The documents may come from teaching and research institutions in France or abroad, or from public or private research centers.

L’archive ouverte pluridisciplinaire HAL, est destinée au dépôt et à la diffusion de documents scientifiques de niveau recherche, publiés ou non, émanant des établissements d’enseignement et de recherche français ou étrangers, des laboratoires publics ou privés.
Haptic Shared-Control Methods for Robotic Cutting under Nonholonomic Constraints

Rahaf Rahal, Firas Abi-Farraj, Paolo Robuffo Giordano, Claudio Pacchierotti

Abstract—Robot-assisted cutting is considered an important task in several fields, such as robotic surgery, nuclear decommissioning, waste management, and manufacturing. Despite the complex dexterity requirements of cutting tasks, very simple mechanically-linked master-slave manipulators still dominate many of the above fields (e.g., nuclear robotics). Moreover, even when more dexterous manipulators are available (e.g., in robot-assisted surgery), the employed systems show little or no autonomy, delegating all control to the experience of the human operator. To ameliorate this situation, we present two haptic shared-control approaches for robotic cutting. They are designed to assist the human operator by enforcing different nonholonomic-like constraints representative of the cutting kinematics. To validate our approach, we carried out a human-subject experiment in a real cutting scenario. We compared our shared-control techniques with each other and with a standard haptic teleoperation scheme. Results show the usefulness of assisted control schemes in complex applications such as cutting. However, they also show a discrepancy between objective and subjective metrics.

I. INTRODUCTION

Several solutions have been proposed for assisting a human operator in commanding complex robotic systems [1]–[4]. Among these solutions, shared control has proven to be an efficient tool for designing intuitive robotic teleoperation interfaces that help operators in carrying out increasingly difficult robotic tasks. Shared control makes it possible to share the available degrees of freedom of a robotic system between the operator and an autonomous controller, so as to facilitate the task for the human operator and improve the overall efficiency of the system [1], [2]. How to implement such division of roles between the human and the autonomous component highly depends on the task and robotic system [5], [6]. Nevertheless, different shared-control architectures have been proposed for different applications such as robotic grasping, cutting, and precise positioning [7]–[9].

Robotic cutting is particularly interesting for shared control, as it requires high dexterity and can have serious implications if it fails. It is in fact employed in various sensitive applications which range from surgical cutting [10] to nuclear decommissioning [11] and disaster response [12], [13]. Moreover, cutting applications feature a variety of constraints which can have a high impact on the task. For example, to avoid damaging the environment, the cutting tool should neither perform pure lateral motion nor rotate in place. Accounting for these constraints in the design of the control architecture can be key for a successful and safe task execution. Indeed, unicycle and car-like kinematic models have been used for modeling the cutting task to reflect its nonholonomic nature [14]–[16].

Several shared-control architectures have been proposed in the literature to tackle different cutting applications. For example, Prada and Payandeh [17] used geometric virtual fixtures for providing assistance during cutting. The user was guided towards a particular path using haptic feedback complemented with a visual interface. Experiments were performed in a virtual environment and no specific nonholonomic constraints were considered. Early work towards enforcing a nonholonomic behavior on robotic systems has also been proposed for cobots, where nonholonomy was ensured by mechanically limiting the DoF as to prevent any nonholonomic motion [18], [19]. The cobots then followed the forces applied by the human operator along the available DoF. However, most scenarios require more flexible and dexterous robots, capable of performing different tasks which may not always be nonholonomic. Enforcing nonholonomic constraints on multi-purpose robots through control has been tackled, for example, by Arai et al. [20]. The authors propose a robotic control architecture that helps a human operator in handling long objects by imposing virtual nonholonomic constraints. More recently, Li and Kazanzides [21] proposed a shared-control architecture for cutting in satellite servicing scenarios under time delay. The task consisted of cutting a straight line in multi-layer insulation (MLI) blankets (a thermal insulation patch used to cover satellites). A semi-autonomous architecture helped the operator in keeping the blade normal to the blanket. Vozar et al. [22] addressed a similar problem by designing four shared-control approaches.
The task again comprised cutting straight lines into MLI blankets under a time delay. In the first control approach, users were given control over all planar DoF. In the second one, lateral motion (away from the desired straight line) was scaled down to reduce its impact in comparison with the two other controlled DoF. In the third one, lateral motion was completely disregarded, i.e., the slave was forced to abide to nonholonomic constraints. In the fourth one, users were provided with visual guidance towards the desired straight line. In all modes, the master interface was free to move in any direction, and the constraints were implemented only at the slave side. The authors carried out a user study in which they compared the distance error over the trajectory, its “roughness,” and the completion time. Results showed no significant differences between the four modalities.

While the approaches of [22] and [21] are promising, they mainly focus on treating the time delay in the system rather than the cutting task itself. In fact, they all consider rather simple cutting tasks (straight lines). In real scenarios, the cutting trajectories might be significantly more complicated and the environment considerably sturdier. Moreover, they provide the user with little information about the constraints being enforced. While the slave was constrained to a nonholonomic motion, this restriction was not reflected on the master interface, that was free to move in all directions. This mismatch between slave and master may create confusion and it might have been the reason for the limited improvements shown by these modalities.

This paper targets the limitations of the above-described architectures. It presents the design and evaluation of two shared-control approaches for commanding a torque-controlled manipulator in a cutting scenario. These approaches are designed to help the human operator complete the cutting task in an intuitive and safe way, by enforcing the constraints associated with the task itself, e.g., limiting lateral motions, rotations in place, and sharp turns of the tool. A key contribution of this paper is that the user is provided with information about the enforced nonholonomic constraints (alongside contact forces) via haptic feedback on the master device. The constraints at the master’s side are imposed only using information from the master’s position, limiting any unstable behavior due to communication delays between master and slave. We believe that this feedback is essential for the operator and can turn around the results of [22]. To evaluate our techniques, we carried out a human subject study with 12 users in a real cutting scenario. We compared the proposed shared-control approaches with each other and with a standard teleoperation scheme, analyzing five measures of performance.

II. METHODS

The robotic system is composed of a master 6-DoF haptic interface and a slave 7-DoF torque-controlled manipulator, equipped with a scalpel. The environment is composed of a planar object to cut, placed on a table.

We consider three reference frames, shown in Fig. 1: $\mathcal{F}_s : \{O_s, x_s, y_s, z_s\}$, attached to the remote scalpel; $\mathcal{F}_m : \{O_m, x_m, y_m, z_m\}$, attached to the end-effector of the master interface; and $\mathcal{F}_b : \{O_b, x_b, y_b, z_b\}$, our base frame attached to the environment, i.e., the object to cut. The environment is assumed to be fixed and planar, with $z_b$ being the normal to this plane. The scalpel ($\mathcal{F}_s$), as well as the end-effector of the master device ($\mathcal{F}_m$), are free to move along the three translational directions. However, their orientation is constrained via control, such that $z_s = z_m = -z_b$. The system can thus only rotate around $z_b$. This constraint is enforced in all the three control modalities described below.

Let $p_s : (t_s, \alpha_s) \in \mathbb{R}^3$ define the pose of the slave robot expressed in $\mathcal{F}_b$, where $t_s \in \mathbb{R}^3$ encodes the three translational directions and $\alpha_s \in \mathbb{R}$ the rotation around $z_b$. Similarly, let $p_m : (t_m, \alpha_m) \in \mathbb{R}^4$ define the pose of the master device expressed in $\mathcal{F}_b$. The master device is modeled as a generic (gravity pre-compensated) mechanical system,

$$M_m(p_m)\ddot{p}_m + C_m(p_m, \dot{p}_m)\dot{p}_m = \tau_m + \tau_h,$$

where $M(p_m) \in \mathbb{R}^{4 \times 4}$ is the positive-definite and symmetric inertia matrix, $C(p_m, \dot{p}_m) \in \mathbb{R}^{4 \times 4}$ accounts for Coriolis/centrifugal terms, and $\tau_m, \tau_h \in \mathbb{R}^4$ are the control and operator forces, respectively. Similarly, at the slave side,

$$M_s(p_s)\ddot{p}_s + C_s(p_s, \dot{p}_s)\dot{p}_s = \tau_s + \tau_e,$$

where $M(p_s) \in \mathbb{R}^{4 \times 4}$ is the positive-definite and symmetric inertia matrix, $C(p_s, \dot{p}_s) \in \mathbb{R}^{4 \times 4}$ accounts for Coriolis/centrifugal terms, and $\tau_s, \tau_e \in \mathbb{R}^4$ are the control and external forces, respectively.

We designed three different control approaches. The first one (T) is a simple human-in-the-loop teleoperation, with no added constraints related to the specificity of the cutting task. While this is a rather standard approach, we still deemed it important, as it still is the gold standard in many application scenarios, including robotic surgery. The second one (U) is a unicycle approach. It adds nonholonomic constraints to avoid any lateral motion of the knife tool, which may severely damage both the tool and the environment. However, this approach does not prevent the tool from rotating in place or performing sharp turns, which can also be dangerous. For this reason, we consider an additional mode C, in which the user has direct control over the radius of curvature of the trajectory, similar to the steering mechanism of a car. In addition to all the constraints enforced in U, this modality also ensures that the tool only rotates when a translation is commanded at the same time.

The general architecture of the system is summarized in Fig. 2. More details on each control mode are shown in Fig. 3 as well as in the video available as supplemental material and at https://youtu.be/DkW4OcjgX9M. We evaluated their performance against each other in the human subject study described in Sec. III.

A. Standard haptic teleoperation (condition T)

In this modality, the pose of the slave robot is linked to the pose of the master so as to replicate its motion. The manipulator receives torque commands that are calculated as

$$\tau_s = K (p_{s,d} - p_s) + D (\dot{p}_{s,d} - \dot{p}_s),$$

where $K = \begin{bmatrix} K_{11} & 0 & \cdots & 0 \\ 0 & K_{22} & \cdots & 0 \\ \vdots & \vdots & \ddots & \vdots \\ 0 & 0 & \cdots & K_{44} \end{bmatrix}$ and $D = \begin{bmatrix} D_{11} & 0 & \cdots & 0 \\ 0 & D_{22} & \cdots & 0 \\ \vdots & \vdots & \ddots & \vdots \\ 0 & 0 & \cdots & D_{44} \end{bmatrix}$ are the positive-definite and symmetric control gains.
where $p_{s,d} = p_m$ and $\dot{p}_{s,d} = \dot{p}_m$. $K \in \mathbb{R}^{4 \times 4}$ is a proportional scaling term and $D \in \mathbb{R}^{4 \times 4}$ is the corresponding derivative term. In our case, we choose $K$ and $D$ to be diagonal matrices with $K = \text{diag}(500 \text{ N/m}, 350 \text{ N/m}, 150 \text{ N/m}, 15 \text{ N/m})$ and $D = \text{diag}(44 \text{ Ns/m}, 50 \text{ Ns/m}, 24 \text{ Ns/m}, 2 \text{ Ns/m})$.

The external forces applied by the environment on the slave are fed back to the user through the master interface, such that

$$\tau_m = \tau_c + \tau_{nc}, \quad (4)$$

where $\tau_c$ represents the forces applied along the constrained directions, and $\tau_{nc}$ the ones applied along the non-constrained directions. In this condition, since no constraints are added to the system, $\tau_c = 0$ and $\tau_{nc} = S_x(\tau_e - Bp_m)$, where $S_x$ is a selection matrix projecting the force feedback on the non-constrained directions (the identity matrix in this case), and $B \in \mathbb{R}^{4 \times 4}$ is a damping matrix which improves the bilateral stability of the system. We chose $B = \text{diag}(4 \text{ Ns/m}, 4 \text{ Ns/m}, 4 \text{ Ns/m}, 0.05 \text{ Ns/m})$ for a good trade-off between reactivity and stability (similarly to [23]).

### B. Unicycle approach (condition U)

While T guarantees high flexibility, considering a cutting scenario enables us to introduce additional constraints which can make the teleoperation easier and safer. In particular, any pure lateral motion of the scalpel during cutting can induce significant damage on the material being cut (and even on the scalpel itself, if the material is hard enough). To limit this undesired behavior, we impose nonholonomic constraints on the robot motion, such that the scalpel is constrained to move along two translational directions only: (i) its cutting direction $u_s$, and (ii) its vertical direction along $z_s$. The scalpel can always rotate around its axis $z_s$. In other words, it can move forward/backward, up/down, and rotate around its vertical axis; however, it cannot translate laterally, along the direction perpendicular to $u_s$ and $z_s$ (see Fig. 1). In our scenario, the scalpel was always oriented such that $u_s = y_s$.

To achieve this desired behavior, we constrain the master device such that the user is allowed to move along $x_m$ and $z_m$ in translation, as well as to rotate around $z_m$. The motion around $y_m$ is, however, blocked. To enforce this blockage, we define a plane $S_{l,m}(t) : (n_{l,m}(t), t_{l,m}(t))$, in which the motion of the master is constrained at any time $t$. $n_{l,m}(t) \in \mathbb{R}^3$ is the normal vector to the plane, and $t_{l,m}(t) \in \mathbb{R}^3$ is a point in space through which the plane passes. We can easily define $n_{l,m}(t)$ as $n_{l,m}(t) = [x_{m}(t)]^T z_m$, where $[\cdot]^T$ is the skew symmetric operator. The definition of $t_{l,m}(t) \in \mathbb{R}^3$ is, however, more tricky, as it is not only dependent on the current pose of the master device but also on its previous pose and can be defined as $t_{l,m}(t) = t_{l,m}(t-1) + (t_{m}(t) - t_{m}(t-1))x_m$.

Finally, the master interface is constrained to remain in the plane $S_{l,m}(t)$ by providing a linear force

$$\tau_{l,m} = -K_{l,m}d_{l,m}(t)n_{l,m}(t) - B_{l,m}(t_{m} \cdot n_{l,m}(t))n_{l,m}(t), \quad (5)$$

where $d_{l,m}(t) = (t_{m} - t_{l,m}(t))n_{l,m}(t)$ is the distance between the current master pose and the plane $S_{l,m}(t)$, $K_{l,m} \in \mathbb{R}$ is a (high) stiffness parameter, and $B_{l,m} \in \mathbb{R}$ is the corresponding damping term. For our application, $K_{l,m} = 500 \text{ N/m}$ and $B_{l,m} = 16 \text{ Ns/m}$.

The linear motion along $x_m$ is then mapped to the slave as a motion along the cutting direction of the scalpel $u_s$, defining the new desired pose of the scalpel $p_{s,d} : (t_{s,d}, \alpha_{s,d})$ as

$$t_{s,d}(t) = \begin{bmatrix} t_{sx}(t) \\ t_{sy}(t) \\ 0 \end{bmatrix} + d_{tot}(t)u_s(t) + \begin{bmatrix} 0 \\ 0 \\ t_{mz}(t) \end{bmatrix}, \quad (6)$$

where $t_s(t) = [t_{sx}(t), t_{sy}(t), t_{sz}(t)]^T$, and $t_s(t) = [t_{mx}(t), t_{my}(t), t_{mz}(t)]^T$. Moreover, $d_{tot}(t)$ is the total desired distance to be traveled by the slave robot at time $t$ to match the change in position of the master. It is defined as $d_{tot}(t) = d_{tot}(t-1) + d_i(t)$, where $d_i(t)$ is the difference in the distance traveled by the master and slave in their last loop iteration,

$$d_i(t) = (t_m(t) - t_m(t-1))x_m - (t_s(t) - t_s(t-1))u_s. \quad (7)$$

This definition of $t_{s,d}(t)$ ensures that the desired position of the slave is always along the pointing direction of the scalpel $u_s$, guaranteeing the nonholonomic nature of the motion.

Forces $\tau_s$ controlling the slave are then defined as

$$\tau_s = K(p_{s,d} - p_s) + D(p_{s,d} - \dot{p}_s) + \begin{bmatrix} \tau_{l,s} \\ 0 \end{bmatrix}, \quad (8)$$

where $p_{s,d} = [t_{s,b}(t), \alpha_{b}]^T$, $\dot{p}_{s,d} = [[\dot{p}_m x_m]u_s + (\dot{p}_m z_m)z_s]^T$, and $\tau_{l,s}$ is a lateral control force enforcing the nonholonomic motion constraints on the slave robot, defined similarly to $\tau_{l,m}$ in (5).

$$\tau_{l,s} = -K_{l,s}d_{l,s}(t)n_{l,s}(t) - B_{l,s}(\dot{t}_s \cdot n_{l,s}(t))n_{l,s}(t), \quad (9)$$

where $S_{l,s}(t) : (n_{l,s}(t), t_{l,s}(t))$ is the plane we want to constrain the slave in, $d_{l,s}(t) = (t_s - t_{l,s}(t))n_{l,s}(t)$ is the distance between the current slave pose and the plane $S_{l,s}(t)$, $K_{l,s} \in \mathbb{R}$ is a (high) stiffness parameter, and $B_{l,s} \in \mathbb{R}$ is the corresponding damping term. In our application, $K_{l,s} = 1000 \text{ N/m}$ and $B_{l,s} = 63 \text{ Ns/m}$.

In addition to $\tau_{l,m}$ imposing the constraints on the master interface (see Fig. 1), the user also receives haptic feedback $\tau_{nc}$ from the environment along the directions not constrained by the control, similarly to (4).
C. Car-like approach (condition C)

The previous approach prevents the user from moving the scalpel laterally. However, the user is still free to rotate it in place, which may also lead to significant damage of the tissue. Moreover, even when moving, it is important to limit the rate of rotation of the scalpel, as to avoid very sharp turns. To limit these undesired behaviors (i.e., rotating in place and hairpin bends), we impose additional constraints w.r.t. the control discussed in Sec. II-B, executing rotations only if the slave moves along $u_s$. Moreover, in this approach, the user is given control over the radius of curvature of the trajectory, $R_d$. Similarly to driving a car, the user does not directly control the angular velocity of the slave but rather the steering angle.

As in Sec. II-B, we constrain the master interface such that the user is allowed to move along $x_m$ and $z_m$, with a hard spring blocking any lateral motion. Considering rotations, a soft spring is applied around $z_m$ so as to fix the orientation of the master device at a particular pivot angle $\alpha_{m,d}$ (defined in the coming lines). As the user drives the master device away from $\alpha_{m,d}$, this divergence $(\alpha_m - \alpha_{m,d})$ is mapped as the desired radius of curvature of the trajectory $R_d$ (i.e., the desired steering rate), such that

$$R_d = \frac{k}{(\alpha_m - \alpha_{m,d})^n},$$

where $k \in \mathbb{R}$ and $n \in \mathbb{R}$ are control gains. In this work, after pilot tests, we empirically chose $k = 1/40$ and $n = 2$.

Then, the angular velocity of the slave, $\dot{\alpha}_s$, is designed to ensure that the curvature of the trajectory follows $R_d$ when the user commands a linear velocity along $u_s$, such that

$$\dot{\alpha}_s = sgn(\alpha_m - \alpha_{m,d}) \frac{\| \dot{t}_m \cdot x_m \|}{R_d}.$$  

This technique ensures that the slave tool does not rotate in place, but it only rotates when a linear motion is commanded. Moreover, it also ensures that the motion of the slave follows the desired commanded radius of curvature, $R_d$.

The pivot master device angle $\alpha_{m,d}$ is updated at every iteration to account for $\dot{\alpha}_s$ and to ensure that the master and the slave are aligned at all times,

$$\alpha_{m,d}(t) = \alpha_{m,d}(t - 1) + \dot{\alpha}_s \Delta t.$$ 

A similar integrator is used to retrieve the desired orientation $\alpha_{s,d}(t)$ of the slave, which is then commanded as in (8), now with $p_{s,d} = [t_{s,d}(t), \alpha_{s,d}]^T$ and $\dot{p}_{s,d} = [(t_m x_m) u_s + (t_m z_m) z_s]^T, \dot{\alpha}_{s,d}]^T$.

As before, similarly to (4), the user receives $\tau_{nc}$ along the directions not constrained by the control. And $\tau_c = [T_{t,m}, 0]^T + K_{z_m} (\alpha_{m,d} - \alpha_m) [0 0 1][0 0 0 1]^T - B_{z_m} \dot{\alpha}_m [0 0 0 1]^T$, where $K_{z_m} = 1.2$ Nm/rad is a stiffness constant and $B_{z_m} = 0.12$ Nms/rad a damping constant.

III. EXPERIMENTAL EVALUATION

To evaluate the effectiveness and viability of our shared-control approaches, we carried out a human subject experiment.

A. Setup

The experimental setup is shown in Fig. 1, and it is described at the beginning of Sec. II. The master side consisted of a Haption Virtuose 6-DoF haptic interface. The slave side consisted of a Franka Panda 7-DoF serial manipulator equipped with a scalpel. The remote environment was composed of a $25 \times 17 \times 1.5$ cm surface made of modeling clay. To enable the operator to see the environment, the master interface was placed next to the slave robot.

B. Task and Conditions

Participants used the master interface to control the motion of the slave manipulator. The task consisted in cutting a target shape into the modeling clay. Participants were asked to complete the cutting task as precisely and fast as possible. Before each repetition, the experimenter used a pre-prepared plastic mold to draw the target shape on the clay, to make it visible to the user but without introducing any deformation to the material. The task started when the manipulator touched the clay for the very first time and it was considered completed when the shape was totally carved (i.e., when the scalpel reached the end of the drawn shape). Participants were only allowed one pass on the shape. The task, environment, and target shapes have been chosen following a discussion with clinicians, which considered them as good representatives of surgical incisions [10]. The setup also reminds scenarios of sort and segregation of radioactive waste [24], where teleoperated robots are used to cut open old containers and sort the waste according to its radioactivity level.

We consider different ways of commanding the motion of the robot through the haptic interface: (T) standard teleoperation, (U) unicycle approach, and (C) car-like approach. See Sec. II for details on these control techniques.

For each control condition, participants were asked to carve three different shapes:

L: a straight line, resembling sternotomy or upper midline incisions;
B: a bent line, resembling Gibson, inguinal or femoral incisions;
S: a sinusoidal shape, resembling Clamshell or sinusoidal coronal incisions;
Each subject carried out twelve randomized repetitions of the cutting task, one for each control condition and shape. Trials were randomized to avoid any learning effect. A video presenting the experiment and showing representative trials in the different conditions is available as supplemental material and at https://youtu.be/DkW40cJgX9M.

C. Participants

Twelve subjects (average age 26.6, 8 males, 4 females) participated in the study. Four of them had previous experience with haptic interfaces. The experimenter explained the procedures and spent about one minute adjusting the setup to make it comfortable for the subject before beginning the experiment. Each subject then spent about two minutes practicing the control of the telemanipulation system before starting the experiment.

D. Results

To evaluate the effectiveness of our system in cutting the considered shapes and the usefulness of the proposed shared-control approaches, we recorded (i) the completion time, (ii) the error in following the target trajectory, (iii-iv) the maximum and mean lateral force applied by the scalpel on the environment, and (v) a measure of “roughness” of the cut profile. The latter indicates how clean the trajectory is from irregularities and bends. Details on the calculation of these metrics are given below. To compare the metrics, we ran two-way repeated-measures ANOVA tests on the data. The control modality (T vs. U vs. C) and target shape (L vs. B vs. S) were treated as within-subject factors. All data passed the Shapiro-Wilk normality test. A Greenhouse-Geisser correction was used when the assumption of sphericity was violated. Results of post hoc analysis with Bonferroni adjustments or simple main effects are reported in Table I (only significant p values are shown).

Figure 4a shows the completion time, \( t_f - t_i \), averaged across user trials. It is calculated as the time elapsed between the instant \( t_i \) the manipulator touches the clay for the first time and the instant \( t_f \) the shape is completely carved. Mauchly’s Test of Sphericity indicated that the assumption of sphericity had been violated for the shape variable (\( \chi^2(2) = 8.242, p = 0.016 \)). The two-way repeated-measure ANOVA revealed no statistically significant change for this metric across control conditions (F(2, 22) = 0.122, p > 0.05), but it showed a statistically significant change across target shapes (F(1.281, 14.090) = 26.831, p < 0.001). Figure 4b shows the mean error in following the target shape, averaged across trials. It is calculated as the mean distance between the profile cut by the user and the target shape, i.e., \( \frac{\sum_{k=1}^{N} t_s(k) - t_k^*(k)}{N} \), where \( t_k^*(k) \) is the closest point to \( t_s(k) \) on the target shape and \( N \) is the number of sample points in the user-cut trajectory. Mauchly’s Test of Sphericity indicated that the assumption of sphericity had been violated for the control variable (\( \chi^2(2) = 6.843, p = 0.033 \)) and for the interaction between variables (\( \chi^2(9) = 30.031, p = 0.001 \)). The two-way repeated-measure ANOVA revealed statistically significant change for this metric across control conditions (F(1.337, 14.710) = 16.556, p = 0.001) and target shapes (F(2, 22) = 8.281, p = 0.002). Figure 4c shows the maximum lateral force, averaged across trials. It is calculated as the maximum
value of force sensed by the robot along the axis $x_s$, which is perpendicular to the scalpel motion. Since moving the scalpel laterally with respect to its direction of motion can damage the tissue, this force should be as small as possible. Data passed the Mauchly’s Test of Sphericity. The two-way repeated-measure ANOVA revealed a statistically significant change for this metric across control conditions ($F(2, 22) = 23.131, p < 0.001$) and target shapes ($F(2, 22) = 25.873, p < 0.001$). There was also a statistically significant two-way interaction between shapes and control conditions ($F(4, 44) = 5.075, p = 0.002$). Figure 4d shows the mean lateral force, averaged across trials. It is calculated as the mean value of force sensed by the robot along $x_s$. As above, this force should be as small as possible. Mauchly’s Test of Sphericity indicated that the assumption of sphericity had been violated for the interaction between variables ($\chi^2(9) = 17.675, p = 0.042$). The two-way repeated-measure ANOVA revealed a statistically significant change for this metric across control conditions ($F(2, 22) = 10.208, p = 0.001$) and target shapes ($F(2, 22) = 14.085, p < 0.001$). Figure 4e shows a measure of “roughness” of the cut, averaged across trials. It is calculated as the mean difference between the profile carved by the user and the same profile smoothed using a low-pass Butterworth zero-phase digital filter [25], i.e., $\left(\sum_{k=1}^{N} t_s(k) - t_{\text{filt}}(k)\right)/N$, where $t_{\text{filt}}(k)$ is the closest point to $t_s(k)$ on the filtered trajectory. Mauchly’s Test of Sphericity indicated that the assumption of sphericity had been violated for the interaction between variables ($\chi^2(9) = 17.225, p = 0.048$). The two-way repeated-measure ANOVA revealed a statistically significant change for this metric across control conditions ($F(2, 22) = 14.233, p < 0.001$) and target shapes ($F(2, 22) = 13.200, p < 0.001$).

Finally, eight subjects out of twelve found control condition U to be the most effective at completing the cutting task. Three subjects preferred condition T while one preferred C.

IV. DISCUSSION AND CONCLUSIONS

This paper presented the design and evaluation of two shared-control approaches for assisting a human operator in various robot-assisted cutting tasks.

The first shared-control technique resembled the behavior of a unicycle (U). We imposed nonholonomic constraints on the motion of the robotic system, such that the scalpel translation was limited to its cutting direction (forward/backward) and its vertical direction (up/down). These constraints prevented the operator from inadvertently applying high lateral forces during the cutting, which would result in dangerous ruptures of the environment. Although effective, in this condition the operator was still able to rotate the scalpel in place, which could also lead to significant damage. For this reason, we designed an additional shared-control techniques (C), enforcing an additional constraint on the unicycle motion that ensured the scalpel rotation was coupled with a linear motion.

To validate our approach, we carried out a human-subject experiment in a real cutting scenario, considering the two shared-control techniques (U, C) as well as a standard teleoperation approach (T). We included the standard teleoperation approach because it is still largely used in many application scenarios, including robot-assisted surgery. The task consisted in cutting a target shape into a piece of modeling clay. We considered three shapes of increasing complexity: a straight line (L), a bent line (B), and a sinusoidal shape (S).

Results show that the three proposed shared-control approaches significantly outperform standard teleoperation in most metrics. Specifically, C outperformed T in all metrics but completion time, and U outperformed T in all metrics but completion time and mean lateral force. These results are sustained across the three considered shapes (see Table I). This proves our hypothesis that shared control can be a viable and effective approach to improve currently-available teleoperation systems for cutting tasks, which is in agreement with previous results in the literature. Comparing performance among the proposed shared-control techniques (U vs. C), we can see that limiting the maximum radius of curvature and preventing rotations in place (C) significantly lowers the lateral forces w.r.t. U, where these constraints were not enforced. Moreover, the error metric shows significant differences among all pairs, ranking C first (lowest error), followed by U and T (highest error). This latter result is partially in contrast with that of Vozar et al. [22], where imposing a virtual nonholonomic constraint on the end-effector motion did not significantly reduce the error in cutting a target path. However, Vozar et al. [22] did not use haptic feedback to inform the users about the constraints and carried out their experiment under a 4s delay. Finally, comparing performance among the target shapes, we can see that, as the shapes become more complex, their performance degrades. It is also interesting to notice that, for most metrics, as the shapes become more complex, the difference of T vs. U and C increases. This result is quite expected, as users need more help when cutting more complex shapes.

Surprisingly, the subjective metrics did not always agree with the above results. In fact, users preferred T and U over C. Indeed, the many constraints imposed in the C modality created the impression of constraints difficult to use. A common comment among subjects was that they often felt “limited” when using C, and that T and U made them feel “more in control” of the slave robot. However, it is important to notice that none of our subjects was experienced in using the experimental setup. In fact, the recorded subjective results might change in the presence of experienced users. This is something we plan to extensively study in the coming future, since all the operators in our target scenarios are skilled and experienced (e.g., surgeons). Another aspect to consider is the amount of information provided to the users. Although we took time to explain the procedure and the conditions, a more detailed explanation of how the shared control works and why it is important for certain applications might have led to a deeper understanding and acceptance by the users, who seemed overly reluctant to relinquish control.

Two sources of potential instability are present in the system, corresponding to the two sources of force feedback: $\tau_c$, which imposes the nonholonomic constraints, and $\tau_{nc}$, which reflects the interaction of the slave with the environment. However, $\tau_c$ raises no concern, as the constraints enforced
at the master side are evaluated from the pose of the master interface only. This design allowed the use of high stiffness parameters ($K_{m} = 500 \text{ N/m}$). On the other hand, since we experienced very small communication delays in our setup, a damping matrix was sufficient to avoid any undesired oscillation resulting from $\tau_{nc}$. However, in cases where communication delays might be significant (e.g., space operations, remote robot-assisted surgery), stability could be enforced via passivity [26]. We plan to study in the future the effect of time delays on the performance of haptic shared control techniques.

Finally, since we are using kinesthetic haptic feedback, we are limiting the control capabilities of the human users, who are not able to freely move the robot wherever they prefer. To address this point, we are studying new ways of providing guidance information to the operators using only ungrounded haptic stimuli, with the objective of providing the users with information about what the controller thinks they should do, but without reducing their capabilities to control the motion of the robot. A possible approach is to employ a wearable device instead of the grounded Virtuouse interface, as done in [27]–[29]. This point is important in our target scenarios, where it is paramount to value the knowledge and experience of our operators. In the future, we are also planning to study how the strength of haptic constraints affects the task performance, e.g., a system could use stiff constraints (i.e., less freedom for the operator) when it is operated by novices, while it could implement soft constraints (i.e., more freedom for the operator) when it is operated by experts. This flexible approach could be also useful when teaching new operators, employing different levels of autonomy according to the operator’s experience. We also plan to carry out more human subject experiments in real scenarios, tailored for specific applications (e.g., cutting real tissue) and considering changes in other variables (e.g., different stiffness of the environment, communication delays, quality of the visual feedback). Finally, we will test the effectiveness of the proposed approaches against other (shared) control techniques.

REFERENCES


