On optimal and balanced sparse matrix partitioning problems
Anael Grandjean, Johannes Langguth, Bora Uçar

To cite this version:
Anael Grandjean, Johannes Langguth, Bora Uçar. On optimal and balanced sparse matrix partitioning problems. 2012 IEEE International Conference on Cluster Computing, Sep 2012, Beijing, China. pp.257–265, 10.1109/CLUSTER.2012.77. hal-00763535

HAL Id: hal-00763535
https://inria.hal.science/hal-00763535
Submitted on 13 Dec 2019

HAL is a multi-disciplinary open access archive for the deposit and dissemination of scientific research documents, whether they are published or not. The documents may come from teaching and research institutions in France or abroad, or from public or private research centers. L’archive ouverte pluridisciplinaire HAL, est destinée au dépôt et à la diffusion de documents scientifiques de niveau recherche, publiés ou non, émanant des établissements d’enseignement et de recherche français ou étrangers, des laboratoires publics ou privés.
On optimal and balanced sparse matrix partitioning problems

Anael Grandjean
LIP, ENS Lyon
46, allée d’Italie, ENS Lyon,
Lyon F-69364, France
Email: anael.grandjean@ens-lyon.fr

Johannes Langguth
LIP, ENS Lyon
46, allée d’Italie, ENS Lyon,
Lyon F-69364, France
Email: johannes.langguth@ens-lyon.fr

Bora Uçar
CNRS and LIP, ENS Lyon
46, allée d’Italie, ENS Lyon,
Lyon F-69364, France
Email: bora.ucar@ens-lyon.fr

Abstract—We investigate one dimensional partitioning of sparse matrices under a given ordering of the rows/columns. The partitioning constraint is to have load balance across processors when different parts are assigned to different processors. The load is defined as the number of rows, or columns, or the nonzeros assigned to a processor. The partitioning objective is to optimize different functions, including the well-known total communication volume arising in a distributed memory implementation of parallel sparse matrix-vector multiplication operations. The difference between our problem in this work and the general sparse matrix partitioning problem is that the parts should correspond to disjoint intervals of the given order. Whereas the partitioning problem without the interval constraint corresponds to the NP-complete hypergraph partitioning problem, the restricted problem corresponds to a polynomial-time solvable variant of the hypergraph partitioning problem. We adapt an existing dynamic programming algorithm designed for graphs to solve two related partitioning problems in graphs. We then propose graph models for a given hypergraph and a partitioning objective function so that the standard cutsize definition in the graph model exactly corresponds to the hypergraph partitioning objective function. In extensive experiments, we show that our proposed algorithm is helpful in practice. It even demonstrates performance superior to the standard hypergraph partitioners when the number of parts is high.

I. INTRODUCTION

Sparse matrix partitioning is an important problem arising in many applications. The applications include, among many others, sparse matrix ordering [8], parallelization of sparse matrix vector multiplication operations for distributed [7], [12] and shared memory systems [9], and crypto-system analysis [4]. All these applications, although different in nature, have two distinct partitioning constraint and three distinct partitioning objective functions. Hypergraph models have proved to be convenient abstractions in formulating the partitioning problems (see for example [10]). In particular, one associates a hypergraph model with a given sparse matrix and invokes standard hypergraph partitioning heuristics (available in many software libraries hMetis [17], MLpart [6], Mondriaan [28], Parkway [25], PaToH [13], and Zoltan [5]) to effectively tackle the partitioning problem.

In the standard one dimensional (1D) partitioning scheme—the rowwise partitioning scheme—the columnwise partitioning can be seen as the rowwise partitioning of the transpose of a matrix. In this scheme, the partitioning constraint is have roughly equally sized parts in terms of the number of rows or the number of nonzeros. There are three standard objective functions which are defined in terms of coupling columns—those columns which have nonzeros in more than one parts. The first objective function is to minimize the number of coupling columns. The second objective function is to minimize the sum of the number of coupling columns each part touches. The third one is the difference of the first two. These standard objective functions are known as the cut-net, soed, and connectivity-1 metrics in hypergraph partitioning domain. The standard 1D sparse matrix partitioning problem which is equivalent to the hypergraph partitioning problem is NP-hard.

In this work, we consider a variant of the standard 1D partitioning problem, called order restricted 1D partitioning problem. In this variant, the order of the rows is fixed. Apart from minimizing one of the three partitioning objective functions and meeting the partitioning constraint mentioned above, one has to obtain contiguous partitions of the rows in the given order. Formally, the additional restriction is that if rows $i$ and $j$ where $i < j$ are in a common part, then all rows between $i$ and $j$ are also in the same part. We have been motivated by PSPIKE family [21] of linear system solvers. As outlined in a recent study [24], a parallelization approach for these solvers is to first reorder the matrix in such a way that an important quantity of the matrix nonzeros are clustered around the main diagonal and then to partition the rows of the matrix sequentially. The aim of such partitioning is to have balance on parts and to minimize the coupling between parts (a formulation of which corresponds to the total communication volume). It is known [24, p. 108] that if one ignores the second objective, the partitioning problem can be solved with a known method [23]. The formulated partitioning problem encapsulates all of the partitioning requirements of PSPIKE family of solvers. A similar partitioning problem can be formulated for parallel direct solvers for sparse matrices where one first reorders the matrix and then partitions it among the available processors. Apart from these applications, we have two more general cases where such a partitioning
scheme can be useful in which we exploit the equivalence of hypergraph and sparse matrix partitioning problems. It is our experience that in partitioning a hypergraph into many parts of small size, the standard partitioning routines are not very effective. In such cases, a reasonable ordering of the vertices followed by an order restricted partitioning approach can be effective. Furthermore, the methods for the restricted partitioning problem can be easier to implement and use in applications where they can also be faster than the methods for the standard partitioning problem.

We formulate the order restricted 1D sparse matrix partitioning problem using hypergraph models which encode the three standard partitioning functions exactly. We show that the restricted problem is polynomial time solvable. In order to do so, we develop graph models whose cut properties correspond exactly to the cut properties of the hypergraphs under the restricted partitioning formulation. We then adapt an earlier algorithm [19] to solve the restricted 1D sparse matrix partitioning problem under various formulations. The proposed algorithm and the models are interesting for hypergraph partitioning domain, since there is no graph based cut models for hypergraphs in general. Furthermore, previously known algorithms on restricted hypergraph partitioning problem [2] cannot handle two of the three objective functions described above.

The organization of the rest of this paper is as follows. In Section II, we formally define the restricted partitioning problem with various formulations and mention some related work. In Section III we present the proposed cut models which enable the use of graph partitioning algorithms. Section IV contains experimental investigations and Section V concludes the paper.

II. BACKGROUND, PROBLEM DEFINITION, AND RELATED WORK

A. Hypergraphs and hypergraph partitioning

A hypergraph $\mathcal{H} = (\mathcal{V}, \mathcal{N})$ consists of a set of vertices $\mathcal{V}$ and a set of nets (hyperedges) $\mathcal{N}$. Every net is a subset of vertices. Given a hypergraph $\mathcal{H} = (\mathcal{V}, \mathcal{N})$, $\Pi = \{V_1, \ldots, V_K\}$ is called a $K$-way partition of the vertex set $\mathcal{V}$ if each part is non-empty, parts are pairwise disjoint i.e., $V_k \cap V_\ell = \emptyset$ for all $1 \leq k < \ell \leq K$, and the union of parts gives $\mathcal{V}$. Vertices can be associated with weights, denoted with $w[\cdot]$, and nets can be associated with costs, denoted with $c[\cdot]$.

Let $W_k$ denote the total weight in $V_k$ (i.e., $W_k = \sum_{v \in V_k} w[v]$) and $W_{\text{avg}}$ denote the weight of each part when the total vertex weight is equally distributed (i.e., $W_{\text{avg}} = (\sum_{v \in \mathcal{V}} w[v])/K$). If each part $V_k \in \Pi$ satisfies the balance criterion

$$W_k \leq W_{\text{avg}}(1 + \varepsilon), \quad \text{for} \quad k = 1, 2, \ldots, K$$

we say that $\Pi$ is balanced where $\varepsilon$ represents the maximum allowed imbalance ratio.

In a partition $\Pi$ of $\mathcal{H}$, a net that contains at least one vertex in a part is said to connect that part. Connectivity $\lambda_j$ of a net $n_j$ denotes the number of parts connected by $n_j$. There are three common objective functions

$$\chi_{\text{cut}}(\Pi) = \sum_{n \in \mathcal{N}} c[n]$$

$$\chi_{\text{conn}}(\Pi) = \sum_{n \in \mathcal{N}} c[n](\lambda_n - 1)$$

$$\chi_{\text{SOED}}(\Pi) = \sum_{n \in \mathcal{N}} c[n] \lambda_n$$

The cut-net metric given in (2) will be referred to here as cut-net metric, the one in (3) will be referred as connectivity-1 metric, and the one in (4) will be referred to as the SOED metric (widely used in the VLSI domain [1, p.10], [18], and recently found applications in the scientific computing domain [29]). Given $\varepsilon$ and an integer $K > 1$, the standard hypergraph partitioning problem can be defined as the task of finding a balanced partition $\Pi$ with $K$ parts such that $\chi(\Pi)$ is minimized. The standard hypergraph partitioning problem is NP-hard [20] with any of the above objective functions.

In the column-net hypergraph model [11], [12] $\mathcal{H}_R = (\mathcal{V}_R, \mathcal{N}_R)$ of an $M \times N$ sparse matrix $A$, there exist one vertex $v_i \in \mathcal{V}_R$ and one net $n_j \in \mathcal{N}_R$ for each row $r_i$ and column $c_j$, respectively. Net $n_j \subseteq \mathcal{V}_R$ contains the vertices corresponding to the rows that have a nonzero entry in column $c_j$. That is, $v_i \in n_j$ if and only if $a_{ij} \neq 0$. Weight $w_i$ of a vertex $v_i \in \mathcal{V}_R$ is set to the total number of nonzeros in row $r_i$. The column-net model is used for rowwise partitioning.

B. Problem definition

Let $A$ be a matrix. We generally assume that $A$ is sparse. The sequential partitioning problem asks for a partitioning of the rows of $A$ such that every part consists of a consecutive block of rows. Every row has a weight. The weight of a block of rows is equal to the sum of the weights of the individual rows residing therein. The weight of a row can be one, or the number of nonzeros in that row. We consider two variants of the problem. In the first one, we are given an upper bound and lower bound on the part sizes and each part should have weight between these bounds. We use the notation $\mathcal{P}(A, L, U)$ to denote an instance of this variant of the problem. In general, we are interested in finding partitionings that are optimal according to some metric. We consider three metrics explicitly in this paper. These metrics are (i) the total volume of communication; (ii) the number columns necessitating communication during parallel sparse matrix vector multiply operations; (iii) the some of the two.

Using the column-net hypergraph model, we obtain a hypergraph $\mathcal{H} = (\mathcal{V}, \mathcal{N})$ from $A$. Since vertices in $\mathcal{H}$ correspond to rows in $A$, the row order of $A$ implies a fixed ordering $O$ of the vertices in $\mathcal{V}$. Let $O(v)$ be the unique ordinal number assigned to $v \in \mathcal{V}$ in $O$. We use $x \leq y$ to denote that the vertex $x$ is ordered before vertex $y$ in the given order $O$. Clearly, for
any partitioning of \( V \), we can apply the three metrics (2), (3), and (4) described above to compute a cutsize. Given this correspondence we use matrix and hypergraph interchangeably and apply the three cutsize metrics to a rowwise partitioning of matrix as well.

Thus, we obtain three variants of the problem of finding an optimal sequential partitioning of a matrix: Given \( A, L, U, \) and possibly \( K \), find a \((K\text{-way if } K \text{ is given})\) partitioning of consecutive rows that is minimum according to the cut-net, connectivity-1, or SOED metrics. Every part must have a vertex weight between \( L \) and \( U \). Every part can be described as an interval between two vertices. The boundaries of such intervals will be called breakpoints.

In this paper, we will give algorithms for the weighted version of the problem, which has \( w : V \rightarrow \mathbb{N} \) as an additional input. The size of a partition is then given by the sum of the weights of the vertices contained in its interval. We define \( d_{ij} \) as the distance i.e. the size of the interval between two vertices \( v_i \) and \( v_j \) for \( i < j \) by \( d_{ij} = \sum_{i \leq x \leq j} w[x] \). Clearly, \( d_{1M} \) denotes the total weight of \( V \).

C. Related work

Pinar and Aykanat [22] investigate a similar partitioning problem for the 1D partitioning of sparse matrices. In their problem, the rows are again ordered. Given an integer \( K \geq 2 \), they find \( K \) intervals of rows indices, each to be associated with a processor in such a way that the maximum load of a processor is minimum. They assume that the communication volume metric is handled implicitly. In order to highlight the difference with the considered problem, we give the following scenario. One can first compute the maximum load of a processor by the method of Pinar and Aykanat, and then use that number as an input to the algorithms that solve the sequential partitioning problem of this paper. This way one can obtain a partition that is optimal with respect to the maximum load of a processor and one of the cut size metrics.

Kernighan [19] investigates an optimal sequential partitioning problem in graphs. In this problem, we are given a vertex ordered graph and an upper bound on the part sizes. The aim is to obtain intervals of vertices, each defining a part such that part weights are less than the upper bound and the total weight of the edges that are cut by the partition is minimized. Kernighan proposes a dynamic programming algorithm to solve this problem optimally. The running time of the algorithm is \( O(UV) \) where \( U \) is the given upper bound on part weights and \( V \) is the number of vertices in the graph. We will describe this algorithm later, when we make use of it to solve the partitioning problems considered in this paper.

Alpert and Kahng [2] investigate an optimal sequential partitioning problem in hypergraphs for certain form of objective functions. If we ignore the restriction on the objective functions, the problem considered is \( P(A, L, U, K) \) with unit vertex weights. They propose a dynamic programming algorithm to solve the problem. Their dynamic programming approach necessitates a storage space of \( M^2 \) for a matrix with \( M \) rows. The running time of the algorithm is \( O(K(U - L)M) \). The restriction on the objective function is that the total cutsize should be written in terms the contributions of each part. For example, given a partitioning II, if one computes the number of cut nets that are connecting a part, and adds those numbers, one can compute the SOED function (4). That is, one can use the dynamic programming algorithm of Alpert and Kahng to optimize SOED. However, one cannot express the cut-net (2) and connectivity-1 (3) metrics in this way, and therefore cannot use that algorithm. The storage space of \( M^2 \) is used in order to achieve the mentioned running time complexity. Alpert and Kahng’s formulation can also be used to find cyclic partitions, in which partitions are slices of a cyclic order (which increases the running time to \( O(K(U - L)M^2) \).

III. Algorithms

Our strategy for finding optimal sequential partitions of hypergraphs consists of finding a reduction to the problem of finding optimal sequential partitions of graphs, and make use of a dynamic programming based algorithm proposed by Kernighan [19]. We will use a modified and extended version of this algorithm.

In order to find a suitable reduction, we need to find graphs that are cut models for hypergraphs under the given objective functions in this setting. In the general setting, this is only possible by introducing dummy vertices and negative edge weights, as shown by Ihler et al. [16]. However, having negative edge weights in a minimum cut partitioning problem, due to its relation to maximum cut problem creates difficulties. We show that due to fixed vertex ordering, it is possible to derive graphs with nonnegative edge weights that are cut models for hypergraphs under all three objective functions described in Section II. Our cut models are exact for hypergraphs with net costs. We therefore discuss the models with those costs but remind the reader that the matrix partitioning formulation, the nets have unit costs.

A. Cut Models

The cut-net metric (2) allows for a relatively simple construction of cut model graphs. Given a hypergraph \( H = (V, N) \), we obtain the corresponding graph \( G_H = (V, E) \) in the following manner. For every net \( n \in N \), \( E \) contains exactly one edge \((v_{\min(n)}, v_{\max(n)})\) where \( v_{\min(n)} \) is the vertex \( v \in n \) having the minimum \( O(v) \) among the vertices of \( n \) and \( v_{\max(n)} \) the vertex \( v' \in n \) having the maximum \( O(v') \) among the vertices of \( n \). There are no other edges in \( E \). The edge added for net \( n \) bears a cost of \( c[n] \). In case of duplicate edges, the corresponding edge \( e \) is assigned a cost \( c[e] \) equal to the sum of the costs of the associated nets. An example is given in Figure 1 for a hypergraph with unit net costs. A sample hypergraph \( H = (V, N) \) where \( V = \{1, 2, 3, 4\} \) and \( N = \{h_1, h_2, h_3\} \) with \( h_1 = \{1, 4\}, h_2 = \{1, 2, 4\}, h_3 = \{1, 2, 3\} \) on 4 vertices and 3 nets is shown on the left. The vertices and the nets of this hypergraph are shown with, respectively, numbered circles and ovals encompassing the vertices. The graph modeling the cut of this hypergraph under the cut-net metric (2) is shown on the right.
Now, if the vertex set $V$ of $H$ is partitioned such that any two vertices of a net $n$ are in different partitions, due to the fixed ordering $v_{\text{min}(n)}$ and $v_{\text{max}(n)}$ must be in different partitions of $H$. In that case, $n$ adds exactly $c[n]$ towards the cutsize definition of cut-net (2). In that case, applying the same partitioning of $V$ to $G$ implies that the edge $e = (v_{\text{min}(n)}, v_{\text{max}(n)})$ corresponding to $n$ is cut, thereby increasing the cutsize in $G$ by $c_e = c[n]$.

On the other hand, if $V$ of $H$ is partitioned such that $v_{\text{min}(n)}$ and $v_{\text{max}(n)}$ are in the same partition, all vertices in $n$ must be in the same partitions as well, and therefore, $n$ contributes 0 to the size of the cut. Now, for the same partitioning of $V$ of $G$, the edge $e = (v_{\text{min}(n)}, v_{\text{max}(n)})$ is uncut since $v_{\text{min}(n)}$ and $v_{\text{max}(n)}$ are in the same partition and thus do not increase the cutsize in $G$.

Therefore, the proposed graph model, in which each net is represented as a single edge are a cut model for the corresponding hypergraphs under the cut-net metric.

We use a similar approach for the connectivity-1 metric (3). Given the hypergraph $H = (V, \mathcal{N})$, we construct the corresponding graph $G_H = (V, E)$ by adding $|n| - 1$ edges to $E$ for every net $n \in \mathcal{N}$. Let $n = \{v_1, v_2, \ldots, v_k\}$ be a hyperedge. Then the corresponding edges to be added to $E$ are $(v_1, v_2), (v_2, v_3), \ldots, (v_{k-1}, v_k)$. That is each net induces a chain on the vertices it contains. The weight of every edge on this chain is set to $c[n]$. Again, there are no other edges in $E$. The cost $c_e$ of any edge $e$ is equivalent to sum of the costs of the associated nets. The cut model for the sample hypergraph of the previous figure for the connectivity-1 metric is shown in Figure 2.

Now, if the vertex set $V$ of $H$ is partitioned such that any two vertices $v_i$ and $v_{i+1}$ of a net $n$ are in different partitions, the objective function value increases by $c[n]$. Of course, there can be up to $n - 1$ such vertex pairs in $n$, each increasing the objective function value by $c[n]$, thereby measuring the total contribution of the net $n$ towards the cutsize definition of connectivity-1 metric (3). Clearly, for every such pair, one edge in $E$ is cut when applying the same partitioning of $V$ to $G$ because every consecutive pair of vertices in a net is represented by one edge in $E$. Conversely, any cut edge in $E$ corresponds to a vertex pair $v_i$ and $v_{i+1}$ in the same net belonging to different partitions. Thus, the objective function value for a cut in the graph $G$ and in the hypergraph $H$ are identical.

Finally, we consider the SOED metric given by (4). It is essentially the sum of the objective functions of connectivity-1 (3) and cut-net 2. Therefore, we could easily compute its value on graphs by performing both transformations described above, thereby obtaining two graphs for which the objective function values can be added. That is, in this model one adds both types of edges to $E$. Let $n = \{v_1, v_2, \ldots, v_k\}$ be a net. Then, one adds the edge $(v_{\text{min}(n)} = v_1, v_{\text{max}(n)} = v_k)$ as in the model for the cut-net metric and and the edges $(v_1, v_2), (v_2, v_3), \ldots, (v_{k-1}, v_k)$ as in the connectivity-1 metric. In other words, each net $n = \{v_1, v_2, \ldots, v_k\}$ induces a cycle on its vertices in the graph model. The cut model for the sample hypergraph of the previous figure for the SOED metric is shown in Figure 3. One immediately verifies that the graph so obtained is a cut model under the SOED metric.

**B. Kernighan’s Dynamic Programming Algorithm**

An efficient algorithm for finding optimal sequential partitions of graphs was suggested by Kernighan [19]. The algorithm is shown in Figure 4. Given a vertex ordered graph $G$ with $M$ vertices, vertex weights, edge costs, and a maximum partition size $U$, it returns a sequential partitioning of $G$ having minimum cutsize. The output is encoded in breakpoints, i.e. the positions of the partition boundaries w.r.t. $O$.

The algorithm uses the dynamic programming paradigm introduced by Bellman [3]. It identifies the optimal substructure property that a breakpoint can be placed optimally at a vertex $x$, by examining optimal solutions at vertices $y < x$ for which $d_{y,x-1} \leq U$. Let $T(x)$ denote the cutsize of optimum
Fig. 3. Cut-model graph G for Hypergraph H under the SOED metric. The edge set of G is the union of those for the connectivity-1 and cut-net graphs. In case of duplicate edges such as \{1, 4\}, costs are summed up.

Input: A weighted graph \( G = (V, E) \) whose vertices are ordered, and an upper bound \( U \).

Output: A set of Breakpoints \( z_1, z_2, \ldots, z_k \) in descending order.

1: \( T(1) \leftarrow 0 \)
2: \( R(1) \leftarrow 0 \)
3: for \( x \) from 2 to \( M + 1 \) do
4: \( Y \leftarrow \{ y | d_{y,x-1} \leq U \} \)
5: \( T(x) \leftarrow \min_{y \in Y} (T(y) + C(x, y)) \)
6: \( R(x) \leftarrow \arg\min_{y \in Y} (T(y) + C(x, y)) \)
   ▶Break ties by choosing minimum y
7: \( z \leftarrow M + 1 \)
8: while \( z > 1 \) do
9: \( z \leftarrow R(z) \)
10: OUTPUT \( z \)

Fig. 4. Kernighan’s dynamic programming algorithm

partitioning of vertices 1, \ldots, x such that there is a break point at \( x \), and let \( R(x) \) denote the corresponding optimal previous breakpoint. Let \( \psi(x) \) be the set of edges that are cut by the breakpoint at \( x \). For a given set \( F \) of edges, let \( C(F) \) be the total sum of the cost of edges in \( F \). In this setting, \( C(\psi(x)) \) is the cost of the edges cut by \( x \) and \( C(\psi(x) \setminus \psi(y)) \) is the cost of the edges that are cut by \( x \) but not cut by \( y \). We use the shorthand notation \( C(x, y) \) to denote \( C(\psi(x) \setminus \psi(y)) \).

\[
C(x, y) = \sum_{y \leq i < x, j \geq x} c_{ij}
\]

Then, due to the optimal substructure property, it must hold that \( T(x) = \min_{y < x} T(y) + C(x, y) \) for \( y’s \) with \( d_{y,x-1} \leq U \).

Every time a \( T(x) \) value is set, the smallest \( y \) achieving \( T(x) \) is stored as the breakpoint preceding the one at \( x \). When the algorithm reaches to \( x = M + 1 \), we have thus \( T(M + 1) \), the optimal partitioning of vertices 1, \ldots, \( M \) whose break points are set accordingly (the last one being at \( x + 1 \)).

It is crucial to implement the algorithm in such a way that the values of \( C(x, y) \) are not stored for all \( x \) and \( y \) and not recomputed from scratch every time they are needed. Kernighan [19, Theorem 4] discusses how to implement this by using \( O(M) \) space and by accessing every edge at most twice.

C. The Modified Dynamic Programming Algorithm

We modify Kernighan’s algorithm in two ways to be able to use it in solving the problems \( \mathcal{P}(A, L, U) \) and \( \mathcal{P}(A, L, U, K) \) for a given matrix \( A \), the lower and upper bounds \( L \) and \( U \), and the number of parts \( K \).

The first modification replaces the set of feasible preceding breakpoint locations \( Y \) of a breakpoint at \( x \). In this modification we set \( Y = \{ y \mid L \leq d_{y,x-1} \leq U \} \) at line 4 of the algorithm. Clearly, this will lead to a modified algorithm computing optimal partition size, but we need to adapt the initialization. In addition to setting \( T(1) = 0 \), we compute \( x_{\min} \) such that \( L \leq d_{y,x_{\min}} \) and \( L > d_{y,x_{\min}-2} \). We set \( T(x_{\min}) = 0 \) and for all \( 1 < x \leq x_{\min} \) we set \( T(x) \) to infinity to denote infeasible breakpoints. With this modification, we can now solve problems of the form \( \mathcal{P}(A, L, U) \) by first creating a suitable cut-model graph and then by applying the modified dynamic programming algorithm. The running time complexity of the algorithm remains as \( O(UM) \).

With this modification, unless the values of \( L \) and \( U \) are very close, the number of partitions created varies so that we still cannot solve instances of the form \( \mathcal{P}(A, L, U, K) \).

In order to solve \( \mathcal{P}(A, L, U, K) \) problems, we need to modify the algorithm in such a way that it accepts an input variable \( K \) and generates exactly \( K \) partitions of size between \( U \) and \( L \) or determines that such a partitioning is infeasible. We do so by adding a second dimension of size \( K \) to the table of intermediate results. The resulting algorithm is shown in Figure 5. Thus \( T(x, k) \) in Algorithm 5 denotes the value of the optimum partitioning of 1, \ldots, \( x-1 \) using \( k \) parts. Clearly, \( T(x, k) \) should be set to \( \min_{y < x} T(y, k-1) + C(x, y) \) for \( y \) satisfying \( L \leq d_{y,x-1} \leq U \). Now, the main algorithm needs to loop over an additional variable, i.e., \( k \) in every iteration over the main \textbf{for} loop. When accessing values of \( T \), in the computation of \( T(x, k) \), we have to access \( T(y, k-1) \) as we are adding a potential new partition. Due to the \( L \) and \( U \) constraints, most \( k \)-way partitionings are infeasible and thus most entries of \( T \) will be infinity. When the algorithm terminates the entry of \( T(M+1, K) \) shows whether the desired partitioning is feasible, and if so \( R(M+1, K) \) points to the last breakpoint.

The addition of the number of parts \( K \) as program parameter increases the time complexity of the algorithm to \( O(KUM) \), although much of the \( K \) can be saved by computing only feasible \( T(x, k) \) would be feasible. Space complexity of the algorithm increases to \( O(MK) \).

IV. EXPERIMENTS

We perform a series of experiments in order to compare speed and quality of our proposed partitioning method to
Input: A weighted graph \( G = (V, E) \) whose vertices are ordered, a number of parts \( K \in \mathbb{N} \), and upper and lower bounds \( L, U \) on part sizes.

Output: A set of Breakpoints \( z_1, z_2, \ldots, z_K \) in descending order.

1. Find \( x_{\text{min}} \) such that \( L \leq d_{y,x_{\text{min}} - 1} \) and \( L > d_{y,x_{\text{min}} - 2} \)
2. \( T(x, 0) \leftarrow \text{infeasible} \) for all \( x \leq M \)
3. for \( x \) from 0 to \( x_{\text{min}} - 1 \) do
4. \( T(x, k) \leftarrow \text{infeasible} \) for all \( k \in \mathbb{0}, \ldots, K \)
5. \( T(x_{\text{min}}, 1) \leftarrow d_{1,x_{\text{min}}} \)
6. \( R(1, 0) \leftarrow \emptyset \)
7. for \( x \) from \( x_{\text{min}} \) to \( M + 1 \) do
8. for \( k \) from 1 to \( K \) do
9. \( Y \leftarrow \{ y | L \leq d_{y,x-1} \leq U \} \)
10. \( T(x, k) \leftarrow \min_{y \in Y} (T(y, k-1) + C(x, y)) \)
11. \( R(x, k) \leftarrow \arg\min_{y \in Y} (T(y, k-1) + C(x, y)) \)
   ▶ Break ties by choosing the minimum \( y \)
12. \( z \leftarrow M + 1 \)
13. \( k \leftarrow K \)
14. while \( z > 1 \) do
15. \( z \leftarrow R(z, k) \)
16. \( k \leftarrow k - 1 \)
17. OUTPUT \( z \)

Fig. 5. The modified dynamic programming algorithm

established alternatives. To this end, we use matrices from the University of Florida Sparse Matrix Collection [15]. Of course, it is not the aim of these experiments to compare two directly competing algorithm. We rather seek to compare running time and solution quality of sequential partitioning to that of general partitioning, and investigate whether sequential partitioning can be viable if the problem calls for it.

For comparison, we use the PaToH [26] hypergraph partitioner. We refer the proposed dynamic programming based algorithm (with or without \( K \)) as sequential DP. We compare speed and quality of sequential DP and PaToH for all three metrics under a variety of partitioning parameters. In order to enable PaToH to work using the SOED metric, some custom code adjustments were necessary. Of course, PaToH and the proposed partitioning routine do not solve the same problem. That is why the comparisons should only be taken as indicators of how the vertex order restriction affects the solution quality, and how the running time of the proposed algorithm behaves in a perspective to the known methods.

All our algorithms are implemented in the C programming language. The codes are called via a Matlab interface. The same is true for PaToH [26], [27]. We compiled our codes with mex of Matlab using gcc version 4.4.2 with the optimization flag -O and ran the compiled codes on a machine with an Intel Xeon E5520 Quad Core computer running at 2.27 GHz. The system runs Debian Linux 2.6.32, Matlab 7.13 and gcc 4.4.5.

Our test set contains 17 matrices having between 50000 and 1000000 rows. The matrices and their properties are listed in Table I. We set \( K \) to 64 and allow for a 1\% load imbalance.

The results are shown in Tables II and III. We note that PaToH is approximately twice as fast as our algorithm. In addition, he obtained cut sizes for PaToH are significantly smaller for all metrics. The difference is approximately a factor of 2. Therefore, we conclude that at this number of partitions, the DP algorithm is strictly inferior to PaToH. Note that for one matrix in the test set, gupta2, PaToH takes very long running time, but computes high solution quality. Our algorithm did not show this behavior on any test instance.

A. Increased Load Imbalance

We consider the effect of increasing the allowed load imbalance for both algorithms from 1\% to 10\%. We keep \( K \) at 64. The results, which are given in Table IV show that the running time of our algorithm is affected only marginally. Interestingly, running time for the SOED metric is lower than in the 1\% load balance case. Running times for PaToH increased slightly.
This is due to the fact that the number of possible solutions to be checked increases. The solution quality, given in Table V, improves substantially for the DP approach in the connectivity-1 and SOED metrics and marginally for PaToH. We therefore conclude that our algorithm is more suited for dealing with situations that allow large load imbalances.

### TABLE IV

**RUNNING TIME AND AVERAGE SOLUTION QUALITY FOR BOTH ALGORITHMS AND ALL THREE METRICS ON THE TEST SET FOR \( K = 64 \) AND 10% LOAD IMBALANCE.**

<table>
<thead>
<tr>
<th>Matrix</th>
<th>Sequential DP</th>
<th>PaToH</th>
<th>Sequential DP</th>
<th>PaToH</th>
</tr>
</thead>
<tbody>
<tr>
<td>cfd1</td>
<td>17.50</td>
<td>7.10</td>
<td>17.50</td>
<td>7.10</td>
</tr>
<tr>
<td>avg.</td>
<td>16.85</td>
<td>6.95</td>
<td>16.85</td>
<td>6.95</td>
</tr>
</tbody>
</table>

**TABLE V**

**RUNNING TIME AND AVERAGE SOLUTION QUALITY FOR BOTH ALGORITHMS AND ALL THREE METRICS ON THE TEST SET FOR \( K = 64 \) AND 10% LOAD IMBALANCE.**

<table>
<thead>
<tr>
<th>Matrix</th>
<th>Sequential DP</th>
<th>PaToH</th>
<th>Sequential DP</th>
<th>PaToH</th>
</tr>
</thead>
<tbody>
<tr>
<td>cfd1</td>
<td>17.50</td>
<td>7.10</td>
<td>17.50</td>
<td>7.10</td>
</tr>
<tr>
<td>avg.</td>
<td>16.85</td>
<td>6.95</td>
<td>16.85</td>
<td>6.95</td>
</tr>
</tbody>
</table>

**B. Varying Number of Partitions**

We consider the behavior of the algorithms under various values of \( K \). First, we reduce \( K \) to 16. The results are given in Table VI. We immediately observe that our algorithm slows down dramatically with decreasing \( K \) while PaToH speeds up significantly. Due to fewer partition boundaries, all the cutsizes are smaller than in the \( K = 64 \) case, but the general ratio between both algorithms is unchanged. Therefore, the DP algorithm should not be used when the desired number of partitions is low.

Conversely, Table VII shows what happens when \( K \) is raised to 256. Our algorithm works noticeably faster, especially for the connectivity-1 and SOED metrics where PaToH takes almost twice as long. This illustrates that the proposed DP approach is much more suitable for partitioning problems where the desired number of partitions is large. As expected, the solution quality is significantly lower in all cases, as shown in Table VIII. The difference between PaToH and our algorithm is smaller than in the \( K = 64 \) case, but remains significant.

We have seen that the DP algorithm is suited for creating a large number of small partitions. We performed an additional experiment using the variant of our algorithm described in Section III-C where \( K \) was not fixed. Partition size was bound by \( L = 50 \) and \( U = 100 \). For comparison, PaToH was initialized with \( K = 100 \) for obtaining an average partition size of 75 and a load imbalance of 33%. The results in Table
TABLE VII
RUNNING TIME FOR BOTH ALGORITHMS AND ALL THREE METRICS ON THE TEST SET FOR K = 256 AND 1% LOAD IMBALANCE.

<table>
<thead>
<tr>
<th>Matrix</th>
<th>Sequential DP</th>
<th>PaToH</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Con-1</td>
<td>Cut</td>
</tr>
<tr>
<td>epb3</td>
<td>3.97</td>
<td>3.25</td>
</tr>
<tr>
<td>ct20stif</td>
<td>1.58</td>
<td>0.73</td>
</tr>
<tr>
<td>circuit_4</td>
<td>2.09</td>
<td>1.66</td>
</tr>
<tr>
<td>bayer01</td>
<td>1.15</td>
<td>0.75</td>
</tr>
<tr>
<td>guna2</td>
<td>2.12</td>
<td>3.06</td>
</tr>
<tr>
<td>bcircuit</td>
<td>1.51</td>
<td>0.94</td>
</tr>
<tr>
<td>g7jac180</td>
<td>1.28</td>
<td>0.79</td>
</tr>
<tr>
<td>mark3jac140sc</td>
<td>1.40</td>
<td>2.73</td>
</tr>
<tr>
<td>lhr7</td>
<td>1.71</td>
<td>0.98</td>
</tr>
<tr>
<td>finan512</td>
<td>2.55</td>
<td>4.00</td>
</tr>
<tr>
<td>nasarb</td>
<td>1.89</td>
<td>0.77</td>
</tr>
<tr>
<td>lp_nug30</td>
<td>2.72</td>
<td>3.72</td>
</tr>
<tr>
<td>cfd1</td>
<td>2.59</td>
<td>0.99</td>
</tr>
<tr>
<td>shy1y161</td>
<td>2.93</td>
<td>1.98</td>
</tr>
<tr>
<td>venkat01</td>
<td>1.67</td>
<td>3.11</td>
</tr>
<tr>
<td>qa8fk</td>
<td>2.33</td>
<td>3.39</td>
</tr>
<tr>
<td>pkustk03</td>
<td>4.10</td>
<td>3.12</td>
</tr>
<tr>
<td>Average</td>
<td>2.48</td>
<td>2.12</td>
</tr>
</tbody>
</table>

TABLE VIII
SOLUTION QUALITY FOR BOTH ALGORITHMS AND ALL THREE METRICS ON THE TEST SET FOR K = 256 AND 1% LOAD IMBALANCE.

<table>
<thead>
<tr>
<th>Matrix</th>
<th>Sequential DP</th>
<th>PaToH</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Con-1</td>
<td>Cut</td>
</tr>
<tr>
<td>epb3</td>
<td>107264</td>
<td>77412</td>
</tr>
<tr>
<td>ct20stif</td>
<td>107624</td>
<td>47013</td>
</tr>
<tr>
<td>circuit_4</td>
<td>50071</td>
<td>12636</td>
</tr>
<tr>
<td>bayer01</td>
<td>12671</td>
<td>12936</td>
</tr>
<tr>
<td>guna2</td>
<td>274309</td>
<td>61993</td>
</tr>
<tr>
<td>bcircuit</td>
<td>84097</td>
<td>52080</td>
</tr>
<tr>
<td>g7jac180</td>
<td>254054</td>
<td>36666</td>
</tr>
<tr>
<td>mark3jac</td>
<td>74669</td>
<td>40128</td>
</tr>
<tr>
<td>lhr7</td>
<td>26027</td>
<td>29864</td>
</tr>
<tr>
<td>finan512</td>
<td>78340</td>
<td>25275</td>
</tr>
<tr>
<td>nasarb</td>
<td>127422</td>
<td>54868</td>
</tr>
<tr>
<td>lp_nug30</td>
<td>1137817</td>
<td>379350</td>
</tr>
<tr>
<td>cfd1</td>
<td>221421</td>
<td>70641</td>
</tr>
<tr>
<td>shy1y161</td>
<td>67510</td>
<td>64015</td>
</tr>
<tr>
<td>venkat01</td>
<td>129560</td>
<td>60220</td>
</tr>
<tr>
<td>qa8fk</td>
<td>171750</td>
<td>66127</td>
</tr>
<tr>
<td>pkustk03</td>
<td>151848</td>
<td>60462</td>
</tr>
<tr>
<td>Average</td>
<td>180890</td>
<td>70280</td>
</tr>
</tbody>
</table>

IX clearly show that the DP approach is well suited for this type of problem, since the results table it does not need to account for K. It takes approximately the same time as it took for the 256-way partitioning, while PaToH slows down by about 50%. Due to the large number of partitions, the cutsizes increase dramatically, but again the gap between the algorithms closes, especially for the cut-net metric (see Table X).

C. Instance dependent behaviour

To illustrate the determinants of the performance of the DP algorithm, we take a closer look at two matrices in our test set for which the performance of both algorithms differs considerably. The first such matrix is nasarb in Figure 6(a) from the NASA (we use cspy to visualize the matrices [14]). Clearly, the fact that the interval spanned by each row is very short significantly reduces the necessary amount of computation for the DP algorithm. PaToH on the other hand does not benefit in the same way from this ordering.

Opposed to this instance, the matrix mark3jac140sc from the Hollinger group (which is shortened to mark3jac in the tables) constitutes a difficult instance for the sequential DP approach. It is shown in Figure 6(b). Due to the fact that columns span much longer intervals here, the DP algorithm slows down significantly, compared to PaToH.

V. CONCLUSION

We investigated one dimensional partitioning of sparse matrices under a given row ordering with the goal of optimizing well-known partitioning functions, including the total volume of communication in distribute memory sparse matrix vector multiply operations. This sequential partitioning problem is formulated using hypergraph partitioning models. We have developed cut-model graphs for three common metrics used
in hypergraph partitioning. Unlike the general setting, the sequential partitioning problem allows for such cut models. We also developed an extended version of a known algorithm that deals with the requirements of a graph partitioning problem. Using the cut-models and the extended algorithm, we obtained a method for solving the sequential sparse matrix partitioning problem.

We have used a simple implementation of our algorithm in order to compare performance and solution quality to established general hypergraph partitioners. In these experiments, we have seen that the dynamic programming algorithm has a performance comparable to that of a hypergraph partitioner unless the number of partitions is low, in which case our approach is considerably slower, while the partition quality is always noticeably inferior in the sequential setting.

Thus, the proposed algorithm should not be used as a general hypergraph partitioner, but it constitutes a viable option for fixed row order partitioning problems. Furthermore, when the task is to partition the input into a large number of small parts, our algorithm outperforms PaToH by a large margin, making it also suitable for tasks of this type. In future work, we intend to improve the running time of our implementation. We also intend to study the effects of using row-ordering heuristics as initialization for our algorithm.

REFERENCES


